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Abstract

Envy-free (EF) allocations of a set of indivisible resources do not generally exist.
That is, there are instances where, for any distribution of the resources among the
agents, there is an agent ¢ that values their own bundle as strictly less than the bundle
some other agent j has received. Therefore, we study relaxations of EF where envy
is permitted. Two of the most prominent relaxations permit that some agent ¢ may
envy the bundle X; of another agent j as long as there is a subset T C X; such that
X\ {z} is not envied by i for all € T". The more permissive of the two relaxations
is EF'1, which only requires |T'| > 1. There are multiple algorithms known that
compute such EF1 allocations under different restrictions, including instances only
using additive valuations. The more demanding relaxation is FFX, which requires
that T' = X, so removing any resource eliminates the envy towards X;. There are
a few instances known for which EFX does not exist, as well as a few restrictions
under which the existence of EFX is guaranteed. In this thesis, we restrict the fair
division instances to additive valuations, for which the question of whether EFX
allocations always exist is open. There is, in a sense, a large gap between results
for EF1 and EFX, but also in their definitions. In this thesis, we investigate this gap
by parameterizing |T'| but mainly |X; \ T'|. To this end, a set X; is t-tolerated if for
every envying agent there are at most ¢ resources that do not eliminate envy when
removed. A t-tolerant allocation is an allocation where all bundles are t-tolerated.
We extend two algorithms that produce EF1 allocations and investigate for what ¢
they are guaranteed to produce t-tolerant allocations. The first algorithm, envy-cycle
elimination, has already been partially extended to the EFX setting through the
use of g-champion edges. We further generalize the concept of g-champion edges to
allow for more general Pareto improvements using t-tolerance. However, we are only
able to show that we are guaranteed to find [mT_Q]-tolerant EFX allocations while
also presenting an instance where a t-tolerance of ¢t > (mT_ﬂ is required for Pareto
improvements using this extended envy-cycle elimination. The second algorithm we
consider is round-robin. We adapt it by allowing agents to choose their resources
in a different order each round, in a manner such that envious agents always get to
choose before the agents they envy. This upper-bounds envy between two agents
with the difference in value between two resources chosen in the same round r4. This
is a better fairness guarantee than that given by regular round-robin, where envy is
merely bounded by the value of the highest-valued resource. We spend a significant
part of this work trying to find a better guarantee for t-tolerance for the improved
round-robin on permutation instances where all valuations are permutations of [m].
Unfortunately, we are only able to find a sufficient bound on the number of resources
which do not eliminate envy that are chosen after round r,. To highlight that this is
a limitation of the improved round-robin, we construct a counterexample where a
m

tolerance of ¢ > [I*] — 2 is required.



Deutsche Zusammenfassung

Neidfreie (EF) Allokationen einer Menge unteilbarer Ressourcen existieren im Allge-
meinen nicht. Folglich gibt es Instanzen, in denen fiir jede Verteilung der Ressourcen
unter den Agenten ein Agent i existiert, der sein eigenes Biindel strikt schlechter
bewertet als das Biindel eines anderen Agenten j. Daher untersuchen wir Relax-
ierungen von EF, bei denen Neid zuléssig ist. Zwei der bekanntesten Relaxierungen
erlauben es einem Agenten ¢, das Biindel X eines anderen Agenten j zu beneiden,
solange eine Teilmenge T' C X existiert, sodass fiir alle Giiter x € T' der Agent ¢ die
Menge X; \ {«} nicht beneidet. Die weniger restriktive der beiden Relaxierungen
ist EF1, welche lediglich |T| > 1 erfordert. Es sind mehrere Algorithmen bekannt,
die solche EF1-Allokationen unter verschiedenen Einschriankungen berechnen — ein-
schliefllich Instanzen, die ausschliefllich additive Bewertungsfunktionen nutzen. Die
restriktivere Relaxierung ist EFX. Sie setzt T' = X voraus, sodass das Entfernen
jeder beliebigen einzelnen Ressource den Neid gegeniiber X; eliminiert. Wahrend
fiir einige Instanzen bekannt ist, dass keine EFX-Allokation existiert, ist die FExis-
tenzfrage unter der Einschriankung rein additiver Bewertungsfunktionen nach wie
vor offen. Zwischen den Resultaten fiir EF1 und EFX, aber auch in deren Defini-
tionen, klafft somit eine erhebliche Liicke. In dieser Arbeit untersuchen wir diese
Liicke, indem wir |T'|, hauptséchlich jedoch | X; \ T'|, parametrisieren. Genauer gesagt
nennen wir eine Menge X; dann ¢-toleriert, wenn es fiir jeden Agenten, welcher X;
beneidet, hochstens ¢t Ressourcen gibt, deren individuelles Entfernen den Neid nicht
eliminiert. Eine t-tolerante Allokation ist dementsprechend eine Allokation, bei der
alle Biindel ¢-toleriert sind. Wir erweitern zwei Algorithmen zur Berechnung von
EF1-Allokationen und untersuchen, fiir welches t sie stets t-tolerante Allokationen
ausgeben. Der erste Algorithmus, die Envy-Cycle-Elimination, wurde in der Liter-
atur bereits durch die Verwendung von g-Champion-Kanten erweitert, um einige
der bekannteren Resultate fiir EFX-Allokationen zu beweisen. Wir verallgemeinern
das Konzept der g-Champion-Kanten mithilfe der ¢-Toleranz weiter, um zusétzliche
Pareto-Verbesserungen zu erméglichen. Wir zeigen jedoch nur, dass es auf diese Weise
moglich ist, fast triviale [7=2]-tolerante Allokationen zu finden. Dariiber hinaus
prasentieren wir ein Gegenbeispiel, welches demonstriert, dass in manchen Féllen
eine t-Toleranz von t > [mTﬂ] notwendig ist, um die erweiterten g-Champion-Kanten
fiir Pareto-Verbesserungen nutzen zu kénnen. Als zweiten Algorithmus betrachten
wir Round-Robin. Wir passen diesen so an, dass die Agenten ihre Ressourcen in
jeder Runde in einer variierenden Reihenfolge wéhlen diirfen — und zwar so, dass
neidische Agenten immer vor denjenigen Agenten wéhlen diirfen, die sie beneiden.
Dies beschriankt den Neid von oben durch die Differenz der Werte zweier in der-
selben Runde r, gewéhlter Ressourcen. Dies stellt eine verbesserte Schranke zum
reguldren Round-Robin-Algorithmus dar, bei dem Neid lediglich durch den Wert der
héchstbewerteten Resource beschréinkt ist. Ein signifikanter Teil der Arbeit ist der
Versuch, diese bessere Neidschranke auf eine verbesserte Toleranzgarantie fiir Permu-
tationsinstanzen zu {ibertragen, in denen die Bewertungsfunktionen Permutationen
von [m] sind. Leider ist es nur moglich, die Anzahl der Ressourcen, die Neid nicht
eliminieren, zu beschranken, wenn diese nach der Runde r, gewéhlt werden. Um
zu zeigen, dass dies eine Beschrankung des Algorithmus ist, geben wir anschlielend
eine Konstruktionsbeschreibung fiir ein Gegenbeispiel, in welchem eine Toleranz von
t > [T] — 2 benotigt wird.

vi
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1. Introduction

We live in a world of limited resources. Resources whose values people generally do not
agree on. Therefore, it is interesting to research if and how we can distribute any set
of resources in a manner that is ,fair*. The two most prominent notions of fairness are
proportionality and envy-freeness [ABFRV22]. Given a set of resources, we partition them
into bundles and allocate them to the people, or as we call them, agents. For the notion of
proportionality, the name already implies that it is fulfilled only if a proportion is given.
The proportion in question is the ratio between the value that every agent assigns to the
set it was assigned and the value it assigns to the set of all resources. For an allocation to
be fair under this notion, this proportion is at least %, where n is the amount of agents,
as one may intuitively expect. Note that under this notion, the question of whether an
agent perceives an allocation as fair depends only on their allocated set. However, under
proportionality, an agent ¢ perceives an allocation as fair even if they believe other agents
are assigned higher-valued bundles. For example, agent ¢ might value its own bundle at
just a % of the total value while there might be some other agent j whose bundle i values
at % of the total value. If a person, who is not completely magnanimous, believes that
another person has received something worth twice as much as what they have, we expect
this person to experience envy and to believe that the given allocation is unfair. This
motivates the strictly stronger fairness notion of envy-freeness (EF). An allocation is EF if
no agent believes that any other agent is assigned a bundle strictly better than their own.
It is easy to see that all envy-free allocations are proportional, but not vice versa. In this
thesis, we approach fairness from the notion of envy-freeness.

A classic example of these kinds of problems is the cake-cutting problem. Here, the goal
is to distribute a single divisible resource (a cake) between two or more agents in a way
that is fair or, for our purposes, EF. Keep in mind that agents may prefer different parts
of the resource. E.g., one may like the chocolate, another may like fruit, and a third might
like everything quite the same except for the pieces with too much whipped cream. For
two agents, it is not only always possible to find an EF allocation, but there is also a
protocol to find such an allocation that people who grew up with siblings may know.
The so-called Cut & Choose Protocol only has two steps: 1. The first agent divides/cuts
the resource into two pieces that they value equally. 2. The second agent then chooses
the piece they prefer and gives the other to the first agent. The second agent does not
experience envy because they, by definition, take the piece they prefer. The first agent
does not experience envy because neither piece is valued strictly better than the other.
Notice here that this depends on the fact that the resource is arbitrarily divisible.



1. Introduction

In reality, there are some resources that cannot be divided, at least not without significantly
reducing their value (e.g., a rare book). This forms the setting with which we will work.
To formalize this, we are given a set of resources [m| and agents [n], where every agent
i is equipped with a valuation function v; : P([m]) — R. We use [k] with k£ € N as a
shorthand for the set {n € Ny|n < k}. Before we can define our notion of what a fair
allocation is, we need to define what an allocation is.

Definition 1.1 (Allocation). Given resources [m| and agents [n], an allocation is a tuple
X = (X1,...,X,,P) where for all i,j € [n],i # j, XiNX; =0 and X; NP = 0 and
Uiepn) Xi U P = [m]. The allocation X is total if P = and it is partial if P # 0.

For all ¢ € [n], we refer to X; of an allocation X as a bundle. When explicitly writing
our allocations, we omit the unallocated resources P as they are implicitly defined by the
bundles. Note that we do not always specify whether an allocation is total or partial. In
definitions we are usually fine with either, while for explicit results and their proofs, assume
any allocation is total if not specified otherwise. We can now define our first fairness notion:

Definition 1.2 (Envy-free — EF). Given an allocation X, an agent i envies the bundle
S C [m] if vi(X;) < vi(S). An allocation is EF if and only if for alli,j € [n], i does not
envy X;.

EF allocations are known to exist when we are able to divide the resources arbitrarily, as
mentioned with the cake-cutting protocol above. For indivisible resources, however, there
are instances where no such allocation exists. For example:

Example 1.3.

1 if1esS
m=1ln=2u)={ 2 | ic[
0 otherwise

No matter which agent gets the only resource, the other agent is always envious. If we
want to always be able to find a fair allocation, we cannot use EF as a fairness notion.
Instead, we may try to find an allocation that is, in some sense, close to being envy-free.

Definition 1.4 (Envy-free up to one good — EF1). An allocation X is envy-free up to
one good if and only if for all agents i,j where i envies j, there exists g € X; such that

vi(X3) > vi( X5\ {g}).

For simplicity, we often do not write braces for singleton sets. So we will denote the union
S U{g} of a set S with a singular resource g as S + g, the difference S\ {g} as S — g and
for a valuation v;, we write v;(g) for v;({g}).

When discussing existence results for EF1, we restrict the valuations as follows if not
explicitly stated otherwise:

Definition 1.5 (General valuations). A general valuation v is a valuation that is both
o monotone, i.e., v(S) < v(T) for all S CT C [m],

e and normalized, i.e., v(()) = 0.



For the existence of EF1 allocations, monotone valuations are sufficient (JCKM™19]). We
restrict the valuations even further for our own result. There, we use additive valuations
where for every i € [n],g € [m] there is a fixed value v;(g), such that for all S C [m],
vi(S) = des vi(g)-

One may argue that it is fairly easy to find fair allocations. Simply assign every agent
an empty bundle. This motivates the fact that we are not only interested in fairness, but
also in some form of economic efficiency. In other words, we want to know if our fair
allocations, in some sense, waste the value of resources. The two notions of efficiency
commonly referenced in the work of EF and its variants are Pareto Optimality and Nash
welfare. We now define both, starting with Pareto optimality, which states that there is no
way to increase the value of an agent without decreasing the value of another.

Definition 1.6 (Pareto Domination). An allocation X Pareto dominates an allocation Y
if for all agents i € [n], vi(X;) > v;i(Y;), and for at least one agent j € [n], v;(X;) > v;(Yj).
An allocation X is Pareto optimal if, for the given resources, agents, and valuations, there
is no allocation Pareto dominating X.

The second notion is Nash welfare or, as it is sometimes called, Nash social welfare. Social
welfare is more commonly associated with Bentham’s Utilitarianism. There we consider
the utility of objects and action against interest of a community defined as the sum of
the interests of the individuals that compose it [Ben89, Chapter I, Sections III-V]. Nash
welfare takes the same idea, but replaces the sum with the product of the valuations.

Definition 1.7 (Nash welfare). The Nash welfare of an allocation X is given as [];¢(n) vi(Xi).-

The use of the product somewhat biases Nash welfare towards fairness. This can intuitively
be seen when considering an allocation where an agent evaluates their bundle as 0. The low
value of one agent has more of an impact on Nash welfare. Caragiannis et al.
express this by stating: ,,Informally, it hits a sweet spot between Bentham’s utilitarian notion
of social welfare — maximize the sum of utilities — and the egalitarian notion of Rawls —
maximize the minimum utility.“ Furthermore, they showed that maximum Nash welfare
allocations (MNW) are both Pareto optimal and EF1 for additive valuations [CKM™19
Theorem 3.2]. Thus, for these valuations, there always exists an EF1 allocation that is
both fair and efficient by these notions.

On the other hand, we can also find cases where on an intuitive level EF1 allocations are
clearly less fair than some others allocations. Consider the following example of a fair
division problem with additive valuations:

Example 1.8.
1 ifr=1,
n=2m=3v(r)=uvy(r)=¢2 ifr=2,
10 ifr=3

The allocation ({1,3},{2}) is EF1 because only agent 2 envies agent 1, and removing
resource 3 from the bundle of agent 1 annuls the envy. Our intuition, however, tells us that
there is an allocation with even higher fairness: ({3}, {1,2}). Since agent 1 already has the
resource that causes the envy, why give them a second one? In this allocation, agent 2 still
envies agent 1, but less. In this case, it is not just that there exists a resource that, when
removed, annuls the envy. Rather, if we remove any resource from agent 1’s bundle, the
envy disappears. This stronger fairness is formalized in the following definition.

Lutility is a common synonym for valuations in papers about fair division
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Definition 1.9 (Envy-free up to any good — EFXg). An allocation X is envy-free up to
any good if for all i,j
Vg S Xj : Uz(Xz) > ’UZ'(X]‘ — g)

Another perspective which characterizes the difference between EF1 and EFXg uses the
marginal utility v;(X;) — vi(X; —r) of a resource r € X;. For EF1 it is permissible that
only the removal of the resource with the highest marginal utility annuls the envy, while
for EFXj it must be any resource or in other words, even the one with the lowest marginal
utility.

1.1 EFX vs EFX,

Before we further expand on what is known about EFXy, it is important to differentiate
two slight variants of EFX. Our definition of EFX( has this 0 subscript because it differs
from the original definition of EFX by Caragiannis et al. [CKM™19].

Definition 1.10 (Envy-free up to the least positively valued good — EFX). An allocation
X is Envy-free up to the least positively valued good if for all i,j, where i envies j, we
have

Vg € Xj 1 vi(g) > 0= vi(Xi) > vi(X; \ g).

Although Kyropoulou et al. distinguish between EFX and EFXj, we adopt the
more standard EFX terminology. This is justified because, for most of our results, we do
not have 0-valued resources. Furthermore, for additive valuations — which is the only type
of valuation we use for our results — there is a polynomial-time reduction from finding
EFX( allocations to finding EFX allocations , Proposition 2.3]. Since every
EFXg allocation is an EFX allocation, there is an EFXj allocation if and only if there is
an EFX allocation, in instances which we consider.

1.2 Related Work

In this thesis, we investigate the ,space“ between EF1 and EFX. To motivate the relevance
of this space, we now reiterate some of the most important results regarding these two
relaxations of EF, not only in regard to existence but also efficiency (PO and Nash welfare).

Let us start with EF1. As we have already seen, for a fair division problem with indivisible
resources and monotone valuations, there exists an EF1 allocation. Furthermore, there
is an EF1 allocation that is both MNW and PO |[CKM™19|. For EF, we have seen with
Example that the existence of such an allocation is not guaranteed for indivisible
resources. Thus, the existence of an allocation that is additionally PO or MNW is
also not guaranteed. However, when we consider divisible resources, we find again that
EF allocations are known to exist, as Caragiannis et al. point out. This is
because maximum Nash welfare allocations coincide with Competitive Equilibrium from
Equal Income (CEEI) solutions Chapter 14|, and CEEI solutions are both EF and
PO Theorem 2.2].

With the efficiency and existence results summarized for EF and EF1, we now turn to these
questions for EFX which is more permissive than EF but less so than EF1. These results
are in the realm of indivisible resources, as is the rest of this thesis. Unlike EF1 (and EF
for divisible resources), MNW allocations are in general not EFX Section 3.1].
As MNW implies PO, this rules out this simple path to showing efficiency. Chaudhury
et al. [CGM24] Theorem 21] were able to show that there are partial EFX allocations
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that are not Pareto dominated by any total EFX allocation. Using this, they were even
able to disprove the conjecture by Caragiannis et al. that adding a resource to a
fair division problem instance does not decrease the maximum Nash welfare of the EFX
allocations. Hence, we find that EF1 allocations have better efficency guarentees than EFX
allocations. In Chapter 2, we further discuss how the fact that there are allocations where
we cannot use Pareto domination as a progress measure is a challenge for the adaptation
of EF1 algorithms to EFX.

With the question of efficiency now answered, what remains is the question of whether
there is an EFX allocation for every fair division problem instance. For some time, this
question remained an ,enigmatic open problem®, as Caragiannis et al. put it,
even under restrictions such as agents having only additive valuations. However, during
the writing of this thesis, Akrami et al. proved the existence of a fair division
instance using submodular valuations for which no EFX allocation exists by providing a
large SAT-generated monotone counterexample. Mackenzie et al. simplified and
extended this to a counterexample using subadditive valuations. For now, the question
of existence still remains open for additive valuations, which we work with in this thesis.
We now present some of the specific cases and relaxations of EFX where existence is
guaranteed.

Existence results

One of the most prominent existence results was given by Chaudhury et al. [CGM24].
They proved that for three agents with additive valuations, there always exists an EFX
allocation. To do so, they introduced champion edges and graphs, which we extend upon
in Chapter This technique formed the basis for future techniques and results. For
instance, a generalization of the result by Chaudhury et al. to nice cancelable valuations
instead of additive valuations [BCFF22]. By cancelable valuation v, they mean that for
any S,T C [m] and g € [m], it holds that v(S U {g}) > v(T'U{g}) = v(S) > v(T). Nice
allows the valuation itself to not be cancelable, but for there to be a valuation v’ that is
non-degenerate i.e., for all S,T C [m], S =T < v'(S) = V/(T) and that respects v i.e.,
v(S) > v(T) & v'(S) > V/'(T). The existence of EFX for three agents was simplified and
further extended by Akrami et al. [AACT22|. They were able to show that only one of the
valuations needs to be additive, while the other two only need to be monotone. Instead
of restricting the number of agents, one can also restrict the number of resources to at
most n + 3 to ensure the existence of an EFX allocation on general valuations, as shown

by Mahara [Mah24].

A substantial body of existence results has been established for fair division problems where
the valuations are restricted even more tightly than in the instances above:

o EFX exists for one [PR20, Theorem 4.2}, two [Mah23], and three types of agents [HGNV25],

meaning that every agent has one of three additive valuation functions.

e Amanatidis et al. [ABFR'21] showed that for 2-valued instances, there always exists
an EFX allocation. In 2-valued instances, every valuation is additive, there is a set
V with |V| =2, and for every resource r € [m] and agent i € [n], v;(r) € V.

 Another notable result was given by Christodoulou et al. [CFKS23]. They have shown
that EFX allocations always exist for additive valuations that can be represented by
a graph. That is, every resource has a non-zero value for at most two agents, and
the set of resources two distinct agents value as non-zero intersect in at most one
resource.
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Approximations, relaxations and variants

The other research direction is the relaxation and approximation of EFX. One approach
here is to bound the value 0 < ¢ <1 so that it is always possible to find an allocation X so
that for every two agents i, j € [n],

Va € Xj ’Ul(XZ) > C'UZ‘(X]' \$)

Here, the first lower bound ¢ = 1 was proposed by Plaut and Roughgarden [PR20, Theorem
6.1] for subadditive valuations. For additive valuations, it was later improved by Amanatidis
et al. [AMN20, Theorem 4.4] to ¢ — 1, where ¢ is the golden ratio. However, there are
critiques of this kind of approximation, as there are no non-trivial approximation guarantees
for general valuations for maximum Nash welfare allocations Chapter 5], which
we have seen are both efficient and at least EF1. Instead, they propose the approximation
a-vEFX, which is based on how much value would need to be transferred between two
agents so that EFX holds again. Here, maximum Nash welfare allocations have a guaranteed
a > %, where a = 1 is equivalent to the allocation being EFX.

Another approach is to allow the discarding or ,,donation“ of unallocated resources. In
other words, we permit partial allocations. Discarding all resources gives us a trivial empty
EFX allocation, so it is interesting to minimize the number of items we need to discard.
This direction was initiated by Caragiannis et al. [CGH19]. They showed that there is a
way of removing at most n — 1 items from a maximum Nash welfare allocation to find
an EFX allocation. This was later decreased to n — 2 resources in instances with general
valuations by Mahara [Mah24], where the bundle of unallocated resources is not envied
by any agent. For the special case of four agents and nice cancelable valuations, Berger
et al. were able to push it down to just one unallocated resource. One very
notable aspect of this EFX with charity is its relation to Nash welfare. The original paper
by Caragiannis et al. approaches this donation by removing some items from
the bundles of the agents in the maximum Nash welfare allocation. Using this, they were
able to prove that the resulting allocation decreases the Nash welfare by at most half.
Furthermore, they showed that this forms the upper bound an EFX allocation may have
even when the items are not donated. This might suggest that donation may not decrease
the efficiency of EFX.

As we use our own relaxations in this thesis, we bring up two other relaxations we
purposefully want to distinguish ours from. EFkX allows envy between two agents if the
removal of any k items annuls said envy. Note that every EF1X allocation is exactly an
EFX allocation an vice versa. Currently, it is known that EF2X exists for four agents and
cancelable valuations [AGS25], as well as for any number of agents equipped with restrictive
additive valuations [ARS22]. Here, restrictive additive valuations lie somewhere between
additive, identical, and 2-valued valuations, as every resource g is assigned a value v(g) and
for every agent i € [n], vi(g) € {0,v(g)}. Another relaxation of interest is envy-freeness up
to a random good (EFR), where for any two agents 1, j, after removing a random good of j,
it is expected that ¢ does not envy j. There is a polynomial-time algorithm returning a
0.73-EFR approximation, as shown by Farhadi et al. .

1.3 Relaxations in Between EFX and EF1

In the last section, we saw that it is fairly easy to compute EF1 allocations, meanwhile EFX
allocations may not exist in the general case, while for additive valuations the existence
is still unknown. So, in a sense, there is a significant gap between EFX and EF1. While
there are relaxations of EFX, they are not necessarily related to EF1. In this section, we
discuss two relaxations that are closer to EF1 or EFX depending on a parameter. Both
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parameterize either the amount of resources that are guaranteed to eliminate envy or the
amount of resources that do not. Both have slight advantages and drawbacks, and below
we discuss the relation between the two relaxations. Let X be an allocation in which an
agent ¢ envies an agent j. We consider the set

T = {:E c Xj | ’Uz(Xl) < ’L)Z'(Xj — x)}

If X is EFX, it holds that |T| = 0. However, if X is EF1, we are only guaranteed that
|T| < |X;| — 1. The following idea parameterizes this concept:

Definition 1.11 (t-tolerance). A set S C [m] is t-tolerated by an agent ¢ € [n] if there is
asetT CS, |T| <t, for which

vi(X;) > vi(S —x),Ve e S\ T.

For any = € S where it holds that v;(X;) < v(S — x), we say that = is required to be
tolerated.

Definition 1.12 (¢-tolerant EFX allocation). A t-tolerant EFX allocation X is an allocation
where every bundle X is t-tolerated by every agent.

Note that we refer to an allocation, a concept including all agents, as being ,tolerant®,
while bundles and other concepts we introduce later on are referred to as being ,tolerated®,
as these objects do usually not include all agents.

Observe that any O-tolerant EFX allocation is EFX, while every 1-tolerant EFX allocation
is EF1. This holds because any envied bundle X; either has size | X;| > 1, in which case
there is one resource that eliminates envy when removed, or it has size | X;| = 1, in which
case removing the singular resource also eliminates envy. However, for ¢t > 2, a t-tolerant
EFX allocation is not necessarily EF1. As long as an envied bundle X is of size larger
than ¢, it is required to have at least one resource eliminating envy. For any bundle of size
t or smaller, this does not hold. Thus, a 2-tolerant EFX allocation might have an envied
bundle of size two where removing either of the two resources does not eliminate envy for
some agent. Consequently, even though t-tolerance offers a new way to approach EFX
allocations by first considering ¢-tolerant EFX allocations with high ¢, these allocations are
not necessarily fairer than EF1. For this reason, we use another relaxation.

Definition 1.13 (Envy-freeness up to any of k& goods — EFXk). An allocation X is
envy-free up to any of k goods if for all i, j where i envies j, there is a set S C [X;]| with
|S| > min{k, | X;|} so that

Vg €S: U,L(X@) > UZ‘(XJ' \g)

Let X be an EFXk allocation. For k > 1, X is EF1. For k > 1, where p = max;¢p,) [ X/,
the allocation X is EFX. Thus, it is better suited for exploring the space between EF1 and
EFX. For example, since EF1 allocations are known to always exist for additive valuations
while the existence of EFX allocations remains an open question, it is interesting to first
consider whether or not EFX2 allocations always exist.

We also want to highlight that EFkX, as defined by Akrami et al. [ARS22], and EFXk
might initially look similar, but EFkX allows envy if removing a set of resources of size at
most k eliminates the envy.



1. Introduction

The relaxation EFXk was proposed by Professor Harks in personal communication and
served as the core inspiration for introducing t-tolerance. Given that EFXk offers more
meaningful fairness guarantees in relation to EF1, it might initially seem surprising that
t-tolerance remains our primary relaxation throughout this thesis. The main reason for this
choice is that in Chapter |2 utilizing t-tolerance facilitated simpler, cleaner generalizations
of existing concepts. We highlight this again inside that chapter. For Chapter 3| we
continue to employ t-tolerance primarily because we had established more intuition and
useful phrasing for it at that time. Another important factor is that it is possible to transfer
some of the results found for ¢-tolerant EFX allocations to EFXk allocations and vice versa
using the next lemma. In this thesis, we regrettably find no result where this transfer is
meaningful.

Lemma 1.14. Let X be a total allocation with the mazimum bundle size 1 = max;c(,) | Xj|
and the minimum bundle size v = min;c |, |X;|. If X is a t-tolerant EFX allocation with
t € [p] and an EFXE allocation for k € [v], then it holds that

t<u—kandk>v—t.

This lemma is the second reason for using t-tolerance in Chapter 3| as we deal with
allocations there for which v =[] — 1 and p = ["*]. Thus, any positive existence result
for a sufficiently small ¢t can be applied to EFXk without much loss in precision.

Proof. Let X; be some bundle envied by an agent ¢. Partition X, into the bundles
S ={r e Xjlv(X; —z) <v(X;)} and T = {x € Xj|vi(X; — ) > v;(X;)}. It holds that
|S| > k and |T'| < t. Using this, we find that both

T] =X\ S| = X1 = [S| <[ X5 =k <p—k

and
S=1XG\T =X =T = |Xj| -t >v—t

hold. Since ¢ and j were two arbitrary agents, this holds for all pairs, and thus upper-bounds
t and lower-bounds k. O

By rearranging the equations of Lemma we find that k + ¢ is bounded, which is an
interesting observation on its own that we do not further use in this thesis.

Corollary 1.15. Let X be a total allocation. If X is a t-tolerant EFX allocation with
t € [p] and an EFXE allocation for k € [v], then it holds that

v<k+t<pu.

Observe that if X is EFX, then k¥ = p and ¢t = 0, and thus k& +t = pu. The converse does
not hold in general.

1.4 Contributions and Outline

This thesis is split into two chapters, in both of which we extend algorithms computing EF1
allocations and analyze what guarantee for t is given for the t-tolerant EFX allocations
they compute.

In Chapter |2, we consider the envy-cycle elimination algorithm. We introduce it along
with its existing extension to EFX, where g-champion edges are used to form Pareto
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improvable cycles. This allows for the traversal between partial EFX allocations using
Pareto dominance as a progress measure. While envy-cycle elimination only requires
monotone valuations, we restrict our focus to additive valuations, as we do throughout
this thesis. We discuss existing literature showing that Pareto dominance is limited as a
progress measure for traversing between partial EFX allocations. Specifically, as soon as
there are fewer than n — 1 unallocated resources, the existence of Pareto improvable cycles
is no longer guaranteed. To circumvent this limitation, we extend g-champion edges to
the t-tolerant setting, which enables traversal between t¢-tolerant EFX allocations instead.
We then show that for ¢ > [mT_2], it is possible to find ¢-tolerant EFX allocations using
t-tolerant Pareto-improvement cycles. However, we also construct and discuss an example of
a partial EFX allocation where t > msz is required to find a t-tolerant Pareto-improvement
cycle, demonstrating that this simple extension of the envy-cycle elimination algorithm
does not yield allocations with stronger fairness guarantees. Indeed, for a parameter ¢ of
this magnitude, the allocation is not even guaranteed to be EF1.

In Chapter 3, we shift our focus to the round-robin algorithm, which provides a stricter
bound for t-tolerance, as it returns EF1 allocations with nearly equal bundle sizes. We
discuss the structural limitations of the round-robin mechanism with respect to computing
fair allocations. One primary drawback is the potential occurrence of rounds where envious
agents must choose items after the agents they envy. For a significant portion of this
chapter, we work towards a modified round-robin algorithm without this issue and prove
that this it computes allocation where envy is bound by the difference in value between
two resources chosen within the same round r,. This constitutes an improvement over the
standard round-robin algorithm, where the envy can be as large as the value of the single
highest-valued resource. The largest part of this chapter is dedicated to an attempt of
translating this improved envy bound into an improved bound for the required ¢-tolerance.
Due to the fixed bundle sizes inherent to round-robin algorithms, such an approach is
meaningful only for instances in which the valuations do not assign values to some resources,
that are magnitudes larger than the value of other resources. To this end, we introduce
permutation instances, where every valuation is a permutation of the set [m]. Under this
setting, let ¢ be an agent envying bundle X;. We show that the number of resources in X
chosen after round 7, that do not eliminate envy is bounded from above by [4[%Z]] + 1.
We further demonstrate that this quantity decreases if there are resources chosen before
round ry that do not eliminate envy when removed. However, we are unable to bound the
number of resources chosen before round 7, that fail to eliminate envy. This limitation is
surprising, and we prove it is an inherent bottleneck of our modified round-robin algorithm.
Utilizing the insights gathered during our bounding attempts, we give a counterexample
construction demonstrating that a parameter of at least ¢ > [™] — 2 is required in the
worst case.






2. Pareto improving toward t¢-Tolerant
EFX Using g-championing

In the work toward answering more questions about EFX allocations, many techniques
have been used. One of the most common techniques is g-champion edges, which have
been applied both to show that EFX allocations exist for three agents [CGM24| and to
demonstrate that, for four agents, it is possible to find a partial EFX allocation with
only one unallocated resource [BCFF22]. In this chapter, we construct a version of the
g-champion edges by relaxing them using t-tolerance. We use them to traverse the space
of partial ¢t-tolerant EFX allocations, employing Pareto improvements as our measure of
progress. In Section we then examine how much we need to relax ¢ to guarantee that
we can find a t-tolerant EFX allocation. We find that it is necessary to relax ¢ up to a
near-trivial bound. We begin by motivating the idea behind g-champion edges through an
introduction to the envy-cycle elimination algorithm of Lipton et al. [LMMS04], which is
used to find EF1 allocations. We do so because g-champion edges can be viewed as a way
partially to adapt this algorithm to find EFX allocations.

2.1 Envy-Cycle Elimination

In this section, we will discuss how we can use the envy-cycle elimination algorithm to find
EF1 allocations as a basis for the algorithm we introduce in Section[2.3 Initially, Lipton et al.
neither called it the envy-cycle elimination algorithm nor was the goal to find an
EF1 allocation, as this fairness notion was formally defined only a few years later by Budish
[Bud11]. This initial implicit usage of EF1 was pointed out by Amanatidis et al. [ABFRV22].
Instead, they wanted to show that there always exists an allocation with its maximum
envy max; jep, max{v;(X;) — v;(X;),0} upper bounded by the maximum marginal utility
Theorem 2.1], which is defined as max;,.¢p,) icn) MaXx c[m) Vi (X + 1) — v;(X).
Incidentally, this is always true for all EF1 allocations, because for any envy we can—Dby
definition—find a resource causing it, and hence the difference in valuations is bounded by
the marginal value of that resource. We will now give a quick overview of how and why
this algorithm works, while introducing concepts which we need later on.

Throughout the algorithm, we will always maintain a partial EF1 allocation X. We start
with the empty allocation, which is EF. In every round, we assign an unassigned resource
g to some agent. The idea is that if we assign the resource to an unenvied agent 7, then we
again get an EF1 allocation, because the removal of g will annul any envy towards X; + g.

11
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Naturally, this is only possible as long as we have unenvied agents. When we are in the
case where all agents are envied, we shuffle around the current bundles to create a new EF1
allocation with at least one unenvied agent. This operation is what gives the algorithm
its name. To eliminate an envy-cycle, we need to first define it. The definition follows
naturally from the definition of a cycle in graph theory, when we consider the envy-graph.

Definition 2.1 (Envy-graph). The envy-graph Ex = ([n], E) of an allocation X is the
directed graph where there is an envy edge (i,7) € E if and only if i envies j.

An envy-cycle is now simply a cycle of the envy-graph. Observe that as long as there are
no unenvied agents, we can always find such a cycle. For the elimination of such a cycle
C = (ao, . ..,ax), we will rotate the bundles in the counter direction of the envy edges, i.e.,
we assign every agent of the cycle a bundle it envies. Formally, we find a new allocation X’
by setting

X! = {Xi le ¢C
X1 moar Hi=a;€C

To see that it works, we now need to check the following two points:

1. We get an allocation with an unenvied agent after applying the operation a finite
amount of times and

2. if we apply this operation on an EF1 allocation, we again get an EF1 allocation.

The first point follows from the fact that the valuations of the agents along the cycle strictly
improve while the valuations of the other agents stay the same, i.e., X’ Pareto dominates
X. Because we can only Pareto improve a finite amount of times, after a finite amount
of cycle-eliminations, we will have no more cycles and hence at least one unenvied agent.
The second point, that X’ is also an EF1 allocation, follows from the fact that we do not
change the bundles. If i envies j in X', we know there was some agent [ € [n] such that
in the prior allocation X; = X7}, and there is some z € X; such that v;(X;) > v;(X; — z).
Using v;(X]) > v;(X;), we find that this is also true for X;. Thus X’ is EF1. Putting all of
this together, we find that we can always find an EF1 allocation for fair division problems
where the only restriction on the valuations is that they are monotone.

However, this does not work for EFX. Consider Example [1.8] We first allocate resource 1
to agent 1, making agent 2 envious and the only unenvied agent. We then assign resource 2
to agent 2, making agent 1 envious and increasing the valuation of agent 2 sufficiently to
resolve its envy towards agent 1, making agent 1 the only unenvied agent. Lastly, we assign
agent 1 resource 3 and get the exact same EF1 allocation as described in the introduction
or again here.

Example 2.2.
1 ifr=1,
X1 ={1,3}, Xo = {2} with the valuations vi(r) = va(r) =<2  ifr =2,
10 ifr=3

Note that this is not an EFX allocation. One way to describe the issue is that we added a
highly valued resource to agent 1 even though it still had a resource that was valued poorly.
If we instead removed resource 1 when we added resource 3, we might have progressed a
further.

12
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2.2 g-Championship

We know that we cannot use the envy-cycle elimination algorithm to find EFX allocations.
However, this approach of looking for cycles and canceling around them is used to find
relaxed variants of EFX (f.e. by donating [CGH19]) or even prove the existence of EFX
allocations for restricted cases (three agents|CGM24]). Although it is generally less used as
an algorithm and more as a general-purpose technique, it is called g-championing. Using it,
we no longer navigate through the space of EF1 allocations but of EFX allocations. Note
that these ideas are mainly based on the work of Chaudhury et al. [CGM24].

Let X be our current EFX allocation with the unallocated resource g and some unenvied
agent j. Let us now consider what happens when we add g to X; as we did in the section
above. Assume for now that j does not have marginal value 0 for g, then j envies X; + g.
There also might be some other agent i envying X; + g. This in itself is not yet a problem.
However it stops being a permissible EFX allocation as soon as ¢ envies some proper subset
S C X, +g, as then for any z € (X; +g)\ S

vi(Xi) <vi((X; +g) — ).

So when we assign a new bundle X ]’ to some agent j using this technique, we want this set
to have two properties

1. That X J’ does not contain any proper subsets envied by any agent.

2. And that 7 envies X]’-.

We will later see why we need this. We call this kind of set a minimal envied set.

Definition 2.3 (minimal envied set). For a given allocation X, resources [n], and valuations
(vi)ie[n), S C [m] is a minimal envied set of agent j € [n] if j envies S and for all 8" C S

Ul(Xl) > UZ‘(S,),Vi € [n]

When we assign such a minimal envied set to an agent j envying it, then no agent envies j,
and if j did not experience strong envy before, it does not do so after assigning the set
as well, as its valuation increased. The challenge is finding these sorts of sets. Simply
adding g might lead to some other agent envying a proper subset, as it is with Example
However, we can fix this specific case by removing resource 1 from the bundle, as resource 3
alone is envied and also trivially a minimal envied set. But even this is not always possible.
Consider a partial allocation with valuations such that vj(z) > v;(g)Ve € X;. Then the
only subset that j envies of X; + g is X; + g itself. If now some other agent envies a subset
of this, then there is no minimal envied subset of X; + g for j. However, we can still work
with this, as we will show that it suffices to work on valuations that guarantee that for
every agent j there exists an agent ¢ that has a minimally envied subset of X; 4+ g. We can
then use this relation as a new edge, a sort of envy edge, that is only realized by adding ¢
to X; and potentially removing the elements not in the envied set. Before we formalize
this, let us deal with the second issue of this approach: termination.

In the envy-cycle elimination algorithm, we were able to prove that there is only a finite
amount of rounds, because there we reduce the amount of unassigned resources in every
round. When we add g to a bundle and then deallocate resources to create a minimal
envied set, we can no longer rely on this. However, we may use the same technique we
used to show that after a finite amount of envy-cycle cancels there will once again be an
unenvied agent: Pareto domination. This is the reason we use minimal envied sets and not
minimal ,non strong-envy creating* sets. It would be fine to assign a lower-valued bundle

13
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X! to i as long as v;(X]) is not so low that i experiences strong envy towards another agent.
This would also give us a new EFX allocation, but then we would need to find a new way
of measuring progress.

Let us now formally define the new edges for our cycles.

Definition 2.4 (g-championship). For a partial allocation X with the unallocated resource g,
an agent i € [n| g-champions the agent j € [n] if there is a minimal envied subset of X; +g
for agent i.

The champion graph Mx = ([n], E) extends the envy graph with labeled champion edges
where (i,g,j) € E if i g-champions j.

Note that some agents may self-champion. In general, if no agent envies X; 4 g then there
will be no g-championship of j. For our approaches we try to avoid this. We can ensure that
7 is always championed by adding a second property to the valuations alongside additivity.

Definition 2.5 (non-degenerate instance). A valuation v is non-degenerate if and only if
for all S, T C [m], v(S) =v(T) & S =T. A non-degenerate instance consists of a set of
agents [n], resources [m], and valuations (vi)ic[n), where each valuation v; is non-degenerate.

With this, for every agent j and unassigned resource g, the set X; + g is always envied,
at least by j, because of the monotonicity. Hence we can always find a minimal envied
subset for some agent and thus a g-champion. We can also perturb any additive valuation
into a non-degenerate valuation by adding small weights to the values of the resources.
These small weights are different for every resource but small enough that, for every
combination of resources into bundles, the strict order does not change under the new
valuations. Chaudhury et al. showed that for three agents, if we can find an
EFX allocation in an instance in which all valuations are perturbed, then the resulting
allocation is also EFX for the unperturbed valuations. This was further extended to any
number of agents, for example in Lemma 5]. Hence, we will often assume that our
valuations are non-degenerate.

Now, if we know that for every unallocated resource g we can find a champion for any
agent, we can always find a cycle of these edges. Of course, we cannot always eliminate
this cycle like we did with the envy-cycles, because we only get a Pareto improvement if
we assign the bundles around the cycle and add g to every one of these bundles. But this
is possible if we find a cycle containing only a single g-champion edge.

Definition 2.6 (Pareto improvable cycle). A cycle C C Mx is Pareto improvable (PI) if
for all champion edges (i,r,j) the resource r is distinct.

Note that such a cycle may also include envy edges without any further restrictions.

This definition is based on Definition 3.3 of Berger et al. [BCFF22]. Although they use
a more general definition there, we still use the same terminology. We eliminate such a
cycle by assigning new sets along the cycle. For an envy edge, we assign the envied set to
the envying agent. For a g-champion edge between agents ¢ and j, we assign the minimal
envied set of X; 4+ g which ¢ envies to ¢. This naturally extends the envy-cycle elimination
to EFX and, as was the case with this approach for EF1, results in a Pareto improvement.
This is formally shown by Berger et al. Lemma 3.4]. We now demonstrate some

uses of this technique.

For Example the g-champion graph is shown in Figure In the literature, it is
common to have only one g-champion per agent. For our purposes, this restriction is

14
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b=

Figure 2.1: Champion Graph of Example Unlabeled edges are envy edges. Label edges
are champion edges with respect to the labeled resource.

not necessary. We can now see that there are three PI cycles to choose from: the two
self-improvement cycles and the cycle between agent 1 and agent 2, where we use the
envy edge from agent 1 to agent 2 and the g-champion edge back. If we choose to Pareto
improve using this cycle, we assign agent 1 the bundle Xy = {2} and agent 2 the set {3},
as this is its minimal envied subset of X7 + 3.

2.2.1 Results Using g-Championing

Lemma 2.7. For every fair division instance using only additive valuations, there is an
EFX allocation with at most n — 1 unallocated resources, where additionally the bundle of
unassigned resources P is not envied by any agent.

The argumentation is based on Lemma 2.4 of the paper of Berger et al. [BCFF21].

Proof. Given any additive fair division instance, we only need to show that we can find
a partial EFX allocation for the perturbed instance, where for every unassigned resource
g, every agent has a g-champion. We will now show that there is always a PI cycle as
long as there are at least n unallocated resources. Consider for this some agent ¢ and
find its g-champion j, then for j we choose a different unallocated resource h that we
did not use before and find j’s h-champion k, .... After continuing this with at most n
distinct resources, there must be at least one champion appearing twice in the sequence
of champions, forming a PI cycle. Therefore, we can always find a Pareto-dominant EFX
allocation as long as there are at least n unallocated goods. And since we can at most
finitely Pareto improve, there must be a partial EFX allocation with at most n— 1 resources.
Now, if some agent envies these n — 1 resources, we may simply assign a minimal envied
subset of them to a most envious agent. Hence, in this case we can again always Pareto
improve. ]

This argumentation can even be extended to the nice cancellable valuations and down to
n — 2 unallocated resources. Here, Berger et al. Theorem 4.1] base their result on
the structure that Mx has if X has exactly n — 1 unallocated resources. They use the fact
that for any unallocated resource g, the g-champion edges form a Hamiltonian cycle. In
fact, for all unallocated resources, these cycles are parallel. They then use this observation
along with a generalized version of the g-champion edges, which we only consider briefly
in Section 2.4.5] to show that a Pareto improvement is possible in this case.

And this is a common way to proceed. Both Chaudhury et al. and Berger et al. base the
existence result for three agents and the almost-existence result for four agents on extensive
case distinctions over the structure of the champion graphs: the existence of envy in that
graph, the number of sources, the length of cycles, etc. This is also the reason why this
approach might not simply extend to more agents. It is important to note that Pareto
improvements in general are not a sufficient measure of progress. Both use, in some of
their cases, lexicographic improvements, and there are even partial EFX allocations where
we cannot Pareto improve to a total EFX allocation|[CGM24].
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This motivates the question, whether by relaxing EFX to t-tolerant EFX allocations, can
find new ways to Pareto improve.

2.3 t-Tolerated g-Championship

In the proof of Lemma we used that for at least n unallocated goods there always
exists a Pareto improvable cycle. Consider the g-champion edges that we use in such PI
cycles. When we assign a minimally envied set along such an edge, we find that this set is
0-tolerated by all agents.

Observation 2.8. A set S is minimally envied by an agent i € [n] if and only if it is
envied by agent © and 0-tolerated by all others.

Proof. Let S be a minimally envied set envied by some agent i. Then ¢ envies S, and for
any other agent j it is true that

vj(S —z) <wvj(X;) Vrels.

Hence no element of S must be tolerated, so S is O-tolerated. Conversely, let S be a
0-tolerated set envied by i. Then ¢ envies the set, and by the definition of 0-tolerated there
is no x € S for which

vi(S — ) > v;(X;).

Thus S is minimally envied by 4. O

When we have fewer than n — 1 unallocated resources we may find that the present g-
champion edges do not form Pl-cycles. Recall that in a minimally envied set, removing
any resource eliminates any envy. We have also seen t-tolerated sets, where for every agent
i there are at most ¢ resources which when removed do not eliminate envy from i. We use
this to relax the idea of g-championship to the t-tolerated sets, to investigate it this results
in new edges. Intuitivally eliminating a cycle with such an edge, does the no longer result
in EFX allocation, but we will see that the amount of resource which do not eliminate
envy when removed, is bounded by t.

As hinted at in Section this observation explains why we use t-tolerance instead of
EFXEk. It would have been possible to reframe this observation for EFXk as well by
introducing a term like ¢-tolerated, which implements the ideas of EFXk on an inter-agent
basis. One could then consider that a bundle S is minimally envied by an agent ¢ if agent ¢
envies S and k > |S|. However, pulling the bundle size into the equivalence makes the
generalization we consider in the rest of the chapter significantly more complicated.

Definition 2.9 (t-tolerated g-championship). For a partial allocation X with an unallocated
resource g, the agent i € [n] is a t-tolerated g-champion of agent j € [n] if there is a set
S C X, + g such that agent i envies S and all agents k € [n] t-tolerate it.

The t-tolerant champion graph Mk = ([n], E) is a supergraph of the envy graph with labeled
t-tolerated champion edges, where (i,q,7) € E if i is a t-tolerated g-champion of j.

Note that we changed the wording compared to Definition Using the same sentence
structure would have resulted in a phrasing such as ,For a partial allocation X the agent
i € [n] t-toleratedly g-champions j € [n]...*“ However, ,toleratedly® is not an English word,
so we need to be a little more cautious about our phrasing.
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We can also extend Definition to t-tolerated PI cycles, where we allow the use of
t-tolerated g-champion edges. When it is clear that we are arguing about the t-tolerant
champion graph, we continue to use the term PI cycles. As this is a generalization of the
standard PI cycles, we will now reprove some lemmas that also hold for the generalization.

The original variants were provided by Berger et al. [BCFF22].

We eliminate t-tolerated PI cycles by assigning the envied and ¢-tolerated sets around them
just as we did with the regular PI cycles in Definition However, we need to make sure
that this elimination always produces a t-tolerant EFX allocation.

Lemma 2.10. Let X be a (partial) t-tolerant EFX allocation. Eliminating a t-tolerated
PI cycle produces a t-tolerant EFX allocation Y that Pareto dominates X.

Proof. We need to show two properties: Y Pareto dominates X, and every bundle in Y is
t-tolerated. To see that Y Pareto dominates X, observe that any bundle assigned around
the cycle is envied, so the value of every agent on the cycle strictly improves. The bundles
of the agents not on the cycle are not changed, hence their value stays the same. Thus
no agent’s value decreases, and the value of at least one agent increases. Hence Y Pareto
dominates X.

Next, we show that Y is a t-tolerant EFX allocation. To do this, we recall that every
bundle of Y is t-tolerated in X. We then use the Pareto dominance of Y to show that
this property holds for Y as well. In Y, there are two types of bundles: those that remain
unchanged from X to Y, and those that were created by the elimination of a PI cycle.
The unchanged bundles are ¢-tolerated in X because X is a t-tolerant EFX allocation. For
the changed bundles, they were created by assigning a t-tolerated set along a t-tolerated
champion edge. Therefore, these bundles are t-tolerated in X. To see why these bundles
are also t-tolerated in Y, consider any agent i € [n] along with some set S containing z,
for which v;(S — z) < v;(X;). Since Y Pareto dominates X, it holds that v;(X;) < v;(Y;).
Consequently, v;(S — z) < v;(Y;). Because the amount of resources that do not eliminate
envy does not increase when moved from X to Y, if S is t-tolerated in X, then it is also
t-tolerated in Y. In conclusion, Y is a t-tolerant EFX allocation. ]

We now show that the existence of a t-tolerated EFX allocation is guaranteed if we can
show that t-tolerated PI cycles always exist in partial allocations. The argumentation is
very similar to that used to show Lemma

Corollary 2.11. For a fixred t € Ny, if for every instance and partial t-tolerated EFX
allocation X there is a t-tolerated PI cycle in the champion graph My, then there is a
t-tolerated EFX allocation for every instance.

Proof. Assume that we can always find a t-tolerated PI cycle in a partial t-tolerant EFX
allocation. By Lemma if we eliminate a t-tolerated PI cycle, we get a new t-tolerant
and Pareto dominating EFX allocation. Since we can always find these cycles, we can
always Pareto improve any partial ¢-tolerant EFX allocation. Since we can only Pareto
improve a finite number of times, there must exist a t-tolerant EFX allocation. O

The goal of this chapter is to address the questions for which ¢ it is always possible to
construct a t-tolerant EFX allocation through the elimination of ¢-tolerated PI cycles. To
do this, for the rest of this chapter, we focus on the special case where there is only one
unallocated resource g, as this is arguably the hardest case to Pareto improve. If we have k
unallocated resources, every agent has at least k, possibly not distinct, champions, and our
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PI cycles may contain up to k£ champion edges. With only one unallocated good, there are
considerably fewer options. On the other hand, if it is always possible to Pareto improve
using only a single (¢-tolerated) champion edge, along with the envy edge, then it is always
possible to Pareto improve an allocation with any positive number of unallocated resources,
by essentially adding them one by one to the instance and taking all but one away if a
Pareto improvement frees multiple resources.

With the setup now clear, let us study some of the simplest cases where it is always possible
to find a PI cycle. To start out, we reframe the definition of the t-tolerated PI cycle for
our special case with a focus on the set T' C X; 4+ g whose elements do not eliminate envy
when removed.

Observation 2.12. Given a t-tolerant partial EFX allocation X with an unallocated good g,
if there is an agent i that is reachable in the envy graph from an agent j and there is a
subset T'C X + g for which v;(T) > v;(X;) and

Vien|—i:{zeT|uT —x)>u(X)}H <t

then there is a t-tolerated PI cycle in M.
Note here that ¢ = j is possible and a common case in this chapter.

Proof. If there is a t-tolerated g-champion edge from agent ¢ to agent j, then it forms a PI
cycle together with a path of envy edges from agent j to agent ¢, as this is a cycle with
only one t-tolerate champion edge. We mention that there is only one champion edge,
as if there would be two we would also need to show, that they use distinct unallocated
resources to form a PI cycle. To see that this ¢t-tolerated champion edge exists, consider
that ¢ envies the subset S C X, + g and all other agents, by definition, tolerate it. O

Note that the other direction also holds provided that Mx does not contain any envy-cycle
and that g is the only unallocated resource. Let us now show three common cases where
Observation enables self-improvement.

Corollary 2.13. Given a partial t-tolerant EFX allocation X where g is unallocated, there
is a t-tolerated PI cycle in My if at least one of the following statements is true.

(i) There is an agent i for which there exists a subset R C X; with v;(R) < v;(g) and
|R| > |X;| —t + 1.

(ii) There is an agent i with | X;| <t and v(g) > 0.

(iii) There is an unenvied agent i with | X;| <t and v(g) > 0.
Note that v(g) > 0 is always true for non-degenerate instances.

Proof. (i) We use Observation with ¢ = j. For T = (X; \ R) + g it is true that
|T| < |X;| —|Xi| +t—1+1=t. Because of its size T is trivially ¢-tolerated. It is
also envied by 4, as v;(T) = v;(X;) — v;(R) + vi(g) > vi(X;).

(ii) This is a special case of Claim |i where R = ().

(iii) This extends Claim [ii, using that the removal of g from X; + ¢ also eliminates any
envy, as X; is unenvied.

O]

18



2.4. Limitations of the approach

Using this we can find an almost trivial bound for ¢, where it is always possible to improve
using PI cycles.

Lemma 2.14. For any partial t-tolerant EFX allocation X in a non-degenerate instance,
there is a PI cycle if t > [™=2].

Proof. We show this by fixing the amount of agent n and the tolerance t. We then show
that there is a PI cycle for every valid choice of m < tn + 2. We start out with lower m
and gradually increase it to introduce new arguments. For m < tn there are at most tn — 1
resources allocated, as we have a partial allocation. Thus there always exists an agent 7
with |X;| < t. Applying Corollary [2.13, Claim [ii, we find that there is a self-improvement
cycle. For m = tn+1 the argument is almost the same. Now there are at most tn resources
allocated. If there is an agent ¢ with |X;| < t, we are in the previous case. Otherwise, all
agents have exactly ¢ resources. Here we either have the case that there is an unenvied
agent, in which case we apply Corollary Claim [iii| to the unenvied agent to find a
self-improvement cycle. Alternatively all agents are envied, in which case there must be
a PI cycle consisting of envy edges as described after Definition We finally extend
this argument to m = tn + 2 by considering whether we have at least two unenvied agents.
We first consider the case where there are at least two unenvied agents and no PI cycle,
then every envied agent has at least ¢ resources and every unenvied agent has at least ¢ + 1
by Claim ii and Claim |iii. Hence there are at least (n —2)t + 2(t + 1) = tn + 2 allocated
resources. Thus there would not be an unallocated resource, which is a contradiction.
Let us now discuss the case that there are fewer than two unenvied agents. Specifically,
consider the case where there is exactly one unenvied agent j, as we have already covered
the case where there are zero unenvied agents. Since we are in a non-degenerate instance,
every agent, including agent j, has a g-champion, where g is the unallocated resource.
Let agent ¢ be the g-champion of agent j. Since there is only one unenvied agent and no
envy-cycle (otherwise we could take that envy-cycle), there must be a path from agent j to
agent ¢ using only envy edges. The champion edge between the two agents thus closes a PI
cycle. Hence in any case there is a PI cycle. O

Thus, we know that if we relax the tolerance sufficiently, we can always make progress using
Pareto domination until we find a total #-tolerant EFX allocation. However, this bound is
arguably not very impressive. For ¢t = [%W, it suffices to partition the set of resources [m]
into n bundles of size [™] or [2] — 1 when there are not enough resources. Every bundle
is then trivially tolerated, and thus the allocation forms a valid t-tolerant EFX allocation

without even considering the valuations.

One might therefore attempt to improve this bound. In the next section, we show that
this may not be possible.

2.4 Limitations of the approach

In this section, we further investigate the near trivial tolerance [mT_Q] = 0 as defined in
Lemma We have seen that we can always find a PI cycle if ¢ > §. We now show
that this bound is tight, that is, it does not guarantee the existence of a PI cycle for ¢ < J.
Thus, the final goal of this chapter is to construct an example in which there is no PI cycle
fort =49 — 1.

We begin this search by constructing Example as an initial attempt in which there is no
PI cycle for t = 6 — 2 in Section [2.4.1] We then discuss its shortcomings in Section and
show that for all non-degenerate instances and partial allocation with the same champion
graph of Example that there is always a PI cycle in M for ¢t = § — 1 if either at least
one of the following two cases is given.
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1. The bundle sizes are as they are in Example
2. We use the minimal number of resources for a fixed §.

By the second point, we refer to the fact that there is rounding in the definition of . Thus,
for fixed n and J, there are several possible choices for m. Larger values of m make it easier
to construct examples in which there is no Pareto improvable cycle. To see why, consider
any instance with any allocation. We can always add new resources that all agents value
at 0 (or at very small values in the case of non-degenerate instances). If such resources are
added to the bundle of an agent who is already envied, removing one of these resources
will not eliminate the envy and may therefore increase the required tolerance. We find the
smallest m by considering for what m it holds that § — 1 < de < 4. Thus, the smallest
and, for a counterexample, most restrictive m is m = (6 — 1)n + 3. We now consider what
it means if we find a non-degenerate instance along with an allocation where, for a fixed
6 and m defined this way, there is no (§ — 1)-tolerated PI cycle. Recall that § = [Z=2]
is a lower bound for ¢ where we know that for all ¢ > §, there is a t-tolerated PI cycle in
MY . However, it may be possible that there is an even better lower bound, for example,
§ = [mT_?’L for which there are also always tolerated PI cycles for the tolerance ¢ > §'.
Due to the rounding, for many choices of m and n, § = ¢’. However, considering fixed §
and n, for m = (0 — 1)n + 3 it holds that

6,:[m—31:[(5—1)n

n

1 <.

Thus, if we find a non-degenerate instance with m = (§ — 1)n + 3 resources and a partial
allocation where there is no PI cycle for ¢ < §, this shows that 9, as it is currently defined,
is already tight in the sense that there are instances for which no PI cycles exist for
any smaller value. If we aim to work toward constructing t-tolerant EFX allocations by
eliminating arbitrary t-tolerated PI cycles, then the best t for which there is always a
t-tolerant EFX allocation is 6.

However, to conclude this, we have to find such an instance and partial allocation. This
constitutes the main result of this chapter.

Theorem 2.15. For any § > 2, there exists a non-degenerate instance with (6 — 1)n + 3
resources and a partial EFX allocation X such that there is no Pareto improvable cycle in
MY fort <.

In Section 2.4.3| we carry out the main step in proving Theorem by constructing an
instance with (0 — 1)n+ 3 resources and a partial EFX allocation without a (6 —1)-tolerated
PI cycle. However, for the sake of simplicity, the instance is highly degenerate. Finding such
a degenerate instance is comparatively easy. However, finding one that we can transform
into a non-degenerate instance while maintaining the absence of a PI cycle is the challenging
part. This forms the content of Section 2.4.4] thereby completing the proof of Theorem 2.15|
With Section we conclude this chapter by discussing how these results demonstrate
that relaxing the tolerance in order to make the envy-cycle-elimination algorithm work for
t-tolerant EFX has only limited potential. We then present how a more generalized notion
of championing may offer greater potential, as it performs well on the counterexamples we
provide. We use this observation to motivate two questions for future research.

2.4.1 An Initial Bound

In this section, we construct an instance and an allocation that approach the near-trivial
bound § = (mTfﬂ from Lemma We begin with a partial EFX allocation that requires
a tolerance of at least t = § — 1 for any § > 1 in order to obtain a Pareto improvement
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using t-tolerated g-champion edges. A more practical way to phrase this is that there are
no PI cycles for t = § — 2. Note that if there is no PI cycle for ¢ = a, for some value a,
then there are also no PI cycles for t < a.

It is important to note that we focus exclusively on PI cycles. Pareto improvements, more
generally, are often possible in ways that cannot be represented as the elimination of PI
cycles. Therefore, whenever we refer to a PI improvement in the remainder of this chapter,
we mean the elimination of PI cycles unless explicitly stated otherwise.

Figure 2.2: Envy and Champion Graph
Unlabeled edges are envy edges.

The counterexample we now construct involves three agents and has the g-champion graph
shown in Figure We provide some justification for this choice in Section [2.4.2] A
main flaw of this example is that each agent is assigned the same number, namely J, of
resources, as one may assume that this simplifies the example construction. There is only
one unallocated resource g. To conform to the definition of §, the total number of resources
m is restricted to the range {(6 — 1)n + 3,...,dn + 2}. For our choice of m = 36 + 1,
this condition is satisfied. We could even use one additional resource to simplify the
construction, or one fewer resource, which would make it more challenging. Together with
the valuations defined below, this yields the full initial counterexample.

Example 2.16.
n=3m=dn+1|X1|=|Xs| = [X3| =6, P = {g}.

For the valuation, there are two fixed resources x4 € X3 and 2 € X; such that

o % ifre Xo+g
5 ifreXi+g 0 ifzxeX;
vi(x) = 3 if x € Xo v2(2) = 1 ifz=uat 7
0 otherwise 0 othel"Wise
% ifreX;+g
0 ifzeX;
1)3(1') = . /
1 ifx=2a]
0 otherwise

We now give a partial proof that there is no (§ — 2)-tolerated PI cycle. We omit some of
the details, as a full proof for the higher tolerance t = § — 1 is provided in Section [2.4.3]

First, observe that envy from agent 1 to agent 2 exists, as shown in Figure

(1 - 557) 1 5
’Ul(Xl) —6# =1- m <1l= g —’Ul(XQ).
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We also sketch that the champion graph is as shown in Figure [2.2]

For g-championship, every agent ¢ has only two candidates, since the third agent j always
has v;(X;) = 0 and v;(g) is not high enough to cause any envy. If the g-champion were %
itself, a self-improvement would be possible. Hence, we need to rule this out for a valid
counterexample. We will show that these self-improvements are not ¢-tolerated even for
t = 0 —2, which implies that they are also not tolerated for ¢ = 0. Thus, no agent champions
itself. Even though the example is clearly a degenerate instance, every agent 7 still has a
g-champion as there is always at least one agent envying X; + ¢. Since we ruled out two of
the agents, the structure of the graph must be as is in Figure

For this example, we will only show that self-improvements are not (§ — 2)-tolerated. There
are also no PI cycles involving more than one agent. A full explanation is provided for
Example [2.19] The rough argument is the same. Such cycles would need to include envy
edges. Since there is only one envy edge, all further edges in the cycle would need to be
g-champion edges. If we verify that these do not change for ¢t = § — 2, the graph shown
in Figure is also the t-tolerant g-champion graph. Here, one can visually verify that
there is no valid PI cycle. Recall that the champion edges in PI cycles must all use distinct
unallocated resources.

We now show that there are no self-improvement cycles in M. Since the other possible
g-champion edges either already exist or do not exist for any ¢ due to a lack of envy, this
shows that the t-tolerant champion graph is the same as the 0-tolerant champion graph.
First, observe that for any i € [3], the only subset of X; + ¢ that agent i envies is X; + ¢
itself, because v;(g) < v;(x) for all x € X;. Thus, self-improvement is restricted to this set,
simplifying our task.

For agent 2, self-improvement is not tolerated, since removing any resource from Xy + g
does not eliminate agent 1’s envy. As | X2 + g| = d + 1, a tolerance of § + 1 is necessary to
permit this self-improvement.

For agent 3, we need to show that there is a subset S C X3+ g of size |S| >t = § — 2 such
that removing any resource does not eliminate envy from agent 2. Here, we define this set
as S = X3 — a% with |[S| =9 — 1 > ¢. And by the definition of the valuation ve(z3) = 0 for
all x3 € S. Thus removing them, has no impact upon the envy and so

1
UQ(XQ) =1<1-0+ 3 = Uz(Xg) — Uz(l‘g) + Ug(g), Vxg € S. (2.1)

Hence, X3 + ¢ is not t-tolerated. The exact same argument applies to agent 1, showing
that agent 3 does not t-tolerate self-improvement.

Note that in this example, it clearly makes a difference whether we consider EFX or EFXj,
as discussed in Section [1.1] Using the original definition of EFX, self-improvements are
tolerated: for example, consider agent 3 were to self improve using g. The only envying
agent is agent 2 and by the original definition of EFX we ignore all resources agent 2
values as 0. Thus the only resources which actually need to eliminate envy when removed
are g and x%. It is easy to see that they do. However this does not mean, that we have
to start differentiating between EFX and EFXy as there is a simple way of transforming
Example into a version which also works for the original definition of EFX. To do
so, we need to use a slightly more complex valuation where for example vo(z3) = ¢ for all
x5 € X3 — o and ve(2}) = 1 — (6 — 1)e, with e < }. For this valuation, Equation 1|
still holds, with € in place of the 0 in that equation. Similarly we can also adapt the other
valuations to construct a counterexample. In Section we apply a similar operation to
this to create a non-degenerate instance of Example

Our goal in this chapter is to construct a partial allocation for which ¢ = ¢ is required to
Pareto improve. Example is not a valid counterexample. To see this, observe that for
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t = 0 — 1, there may not be a self-improvement cycle for agent 2, but there is one for both
agent 1 and agent 3. For i € {1,3}, the bundles each agent uses to self-improve contain
at least two resources whose removal eliminates any envy. For g, this is clear, since X; is
unenvied and the removal of 2 (that is, 2] or a%) also eliminates envy. Thus, an agent
needs to tolerate at most |X; + g| —2 = d — 1 resources, so t = § — 1 suffices for these
self-improvements.

Let us now consider how to modify the example so that no self-improvement cycle exists.
We have seen that for Xo, t = § + 1 is required to permit self-improvement. One idea
might be to remove one of its resources and, if the valuations are adapted properly, add
it to either X1 or X3 as another resource that must be tolerated under self-improvement.
However, this still leaves the other bundle, to which no resource has been added, with
self-improvement still 6 — 1 tolerated. We could, of course, add one new resource, as
permitted for a fixed choice of 4, but if our goal is to find an example with a tight m, there
is no way around adapting the valuations so that no bundles contain resources z (as in 2
or x%) that eliminate envy when removed.

In the next section, we will show that this is not possible for the champion graph in
Figure 2.2 after explaining some ideas that went into the construction of these examples.

2.4.2 Counterexample Background

In this section, we do two things. First, we motivate why Example has a champion
graph as shown in Figure We then discuss why we will always find PI cycles for m = dn
and t = § — 1. We also touch upon the case where m = dn + 1, as it is in Example
and see why we were not able to improve it without changing the bundle sizes. All of these
results should serve as background to highlight the relative simplicity of Example[2.19]

We start our discussion of the choice of the champion graph in Figure by taking a look
at the number of agents n. When creating an example, one might initially try to make it as
simple as possible. Thus, one might first consider n = 2. There are two arguments against
this choice. Firstly, EFX allocations for two agents can generally be found in a quite simple
manner without champion or even envy edges. We pretend as if agent 2 has the same
valuation as agent 1. Then we can apply Plaut and Roughgarden’s algorithm for finding
an EFX allocation when all agents have identical valuations Proof of Theorem 4.2].
In this allocation, agent 1 does not experience strong envy. Furthermore, agent 1 does not
experience strong envy even if we swap the bundles of the two agents. Hence, agent 2 may
simply pick its favorite bundle of the two, and agent 1 gets the other. It is essentially a
cut-and-choose protocol for EFX. Note that this concept was expanded to three agents
by Akrami et al. [AACT22|, but this requires significantly more effort. Secondly, even if
we choose to approach this instance from the perspective of eliminating cycles to produce
Pareto improvements, this is rather simple without any tolerance relaxation being required
for non-degenerate instance If there is envy between the agents, say from agent 1 to
agent 2, we can always find a Pareto improvement because agent 1 necessarily has a
g-champion. If this champion is agent 1 itself, we have a self-champion. If this agent is
agent 2, we have a PI cycle if we use the g-champion edge and the envy edge. Thus, the
only case that might be of interest is the one in which there is no envy. For this special
case, one can apply a procedure proposed by Chaudhury et al. Remark 11] to
produce a Pareto improvement. Note here that this procedure actually works on three
agents, while in our case we have only two. However, it applies to a case in which there
is a two-cycle in the champion graph — as is given in our case — and leaves the bundle
of the third agent is unchanged. To see that we can apply this procedure here, imagine

'Our examples will not initially be non-degenerate. We will look at a way to perturb them in Section m
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we have a third completely uninvolved agent, i.e., an agent who assigns all bundles a zero
value and is assigned an empty bundle.

Therefore, we will use at least three agents and at least one envy edge. As mentioned
in Section EFX allocations always exist for nice-cancellable valuations, which are a
superset of the additive valuations we use. The difference also extends to the ways one
may approach finding EFX allocations as for n = 2 it is possible to Pareto improve any
partial EFX allocation to another EFX allocation as we have just described. On the other
hand, for three agents, it is known that there are partial EFX allocations from which we
cannot Pareto improve to other EFX allocations Theorem 21]. Note that this is
strictly stronger than saying that our simple PI cycles do not exist in these cases.

For our champion graph, we chose the one shown in Figure There are other configura-
tions we could have chosen, such as one in which two envy edges point toward the same
agent and the envious agents each champion each other. When constructing the examples,
the goal is to not have PI cycles even for high tolerances. Avoiding the PI cycles that use
the single envy edge can be fairly simple, as we will see in the next section. The main
challenge is avoiding the self-improvement cycles. To avoid them, we need an agent that
does not tolerate the set used to self-improve. As g-champions are already close to envying
the set of an agent, they are a natural choice for this role in our example.

Lemma 2.17. Given a partial allocation X with an unallocated resource g where, for some
agent j, the set S C X; + g is not t-tolerated. If j has only a single g-champion i, then 1
does not t-tolerate S.

Proof. Let S C X; + g be a set that is not t-tolerated by some agent [ € [n]. If [ = ¢, then
i does not tolerate S and the proof is complete. Therefore assume that [ # ¢. Since agent [
does not tolerate S, [ envies S as well as at least ¢t + 1 distinct proper subsets of S. If there
were some subset S’ C S envied by [ but not by i, then there would be a minimal envied
subset of S’. The agent envying this minimal envied set, who is an agent different from 4,
would by definition be a g-champion of j. Thus there would be more than one g-champion
of j, which is a contradiction. Thus agent ¢ envies every proper subset of .S which j envies.
And as there are at least t 4+ 1 of these sets, i does not t-tolerate S. [

Since we have only one g-champion for every agent in our example, if we can show that
the g-champion of agent j t-tolerates a subset of X; + g, then using Lemma we can
conclude that all agents do. We use this to disprove that an example with the champion
graph of Figure can be used to show the tightness of §. That is, for m = dn, we show
that, for all additive valuations and partial allocations with a champion graph isomorphic
to Figure it is never required to set ¢ = d to Pareto improve. So, we show that for
all such valuations there exists a PI cycle for ¢ = § — 1. Specifically, there always exists
a self-improvement cycle, which we show by the existence of an agent j envying a subset
S C X; + g that is tolerated by its champion and thus by all agents.

To do so, let us first consider the size of the bundles. Using Corollary we need at
least | X[, |X3| > t+ 1 = J, as these two are unenvied, and |X3| > ¢t = § — 1, so that
there is no trivial self-improvement possible. Again, this is only necessary if the instance is
non-degenerate. For degenerate instances, we may find that v;(X; + g) = v;(X;), i.e., that
self-improvements are generally not possible, so bundle sizes become somewhat irrelevant.
The examples we use are degenerate for simplicity. However we apply Corollary as
if they are non-degenerate as it is possible to perturb them to create a non-degenerate
version with the same properties. We discuss how this is done in Section As we
currently have one resource unallocated, we already have m = dn resources if all the
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inequalities for the bundles are tight. Note that if any agent j can self-improve with a set
S C X;+ g, then this would be tolerated by Corollary Claim|i. Thus, we only consider
self-improvements where ¢ is added to the bundle of an agent and nothing is removed. We
now want to use this to highlight a challenge in constructing the counterexample. Even
though our examples are far from non-degenerate instances, they all have the property
that every agent has a g-champion. However, not every agent is envied. Hence, there are
cases where the g-champion ¢ of an agent j does not envy j. If ¢ is the only champion of j,
it is required for our counterexample that i does not t-tolerate any self-improvement of j
by Lemma Thus, it must fulfill

Ul(Xz) < UZ'(X]') — ’UZ'(.CL‘]') + Ui(g) \V/SC]' S Xj.

We can now rearrange this to form a bound for v;(g), and together with agent ¢ not envying
any strict subset of X; + g, we get

0i(Xi) — vi(Xj) +vilzy) <wvilg) <wvilw) Vo € Xy, x5 € X

Thus, the valuation of agent 4 for the bundles X;, X; imposes potentially tight bounds for
v;(g). This is especially true once we consider that v;(X;) > v;(X;) since ¢ does not envy j.
The ,farther” i is from envying j, the larger v;(g) is and in turn the larger v;(x;) is. For
certain bundle sizes, we find that it is even impossible to find a valuation that satisfies the
inequality. We formalize this in the following lemma.

Lemma 2.18. Given an allocation X and a fized t > 2: For every two agents i,j € [n]
and S C X; + g envied by j, at least one of the following properties is false:
(i) i envies S —x for allx € S —g.

(ii) i does not envy j.

(i) | Xi| = 1S —gl.

(iv) i envies no strict subset R C X; + g.
We will later mainly use this lemma by showing that for some allocation Properties [ii to
hold, leading us to the conclusion that Property [i does not. For the cases we consider,
finding only one resource that eliminates envy when removed is enough to show that the
bundle is tolerated. Property |iv|is another way to state that v;(g) < v;(z) for all z € Xj.

Also, note that Property [iii hints that making all bundles the same size, as we did with our
initial example, might make the construction more challenging.

Before we apply the lemma to our example, let us confirm it is true.

Proof. We assume that all properties hold. By Property [i, we have
Vo e S —g:vi(X;) <vi(S) —vi(x). (2.2)

Observe that g € S, as agent i does not envy X; by Property|ii but does envy S C X;+g by
Property i and the monotonicity of v;. Using this, we can remove g from S and reformulate

Equation as:

Ve e S —g:vi(g) >vi(X;) —vi(S—g—x). (2.3)

We use this inequality to find a contradiction by working with the individual items of the
bundles. To do so, we first show that all elements of X; are valued higher than those from
X, or formally:

Vo, € Xj, x5 € S — g vi(x;) > vixy). (2.4)
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We start by fixing z; € X;,z; € S — g. Observe that v;(g) < vi(x;) by Property fivl. We
now only need to show that vi(x;) < vi(g). Since x; € S — g, we apply Equation (2.3) and
extend it to:

vi(g) > vi(Xi) — vi(S — g) + vi(z;)

> vi(Xi) — vi(X;) + vilzy) > vilzy).
We used the fact that S — g C X; and the monotonicity of the valuations, as well as the
fact that v;(X;) — vi(X;) > 0, by Property

We finish the proof by returning to Equation (2.3) and fixing some resource y € X;. To
create a contradiction to Property [iv, we use:

Vo €S —g:vi(g) > vi(Xi) —vi(S —g—x)
= v;(y) +vi(Xi —y) —vi(S — g — x) > vi(y).

Here, v;(X; —y) — vi(S — g — ) > 0 holds, since Property [iii implies | X; —y| > |S — g — |,
which, combined with Equation (2.4), yields the result. Thus, at least one of Properties i
tolivl is false. O

We now apply Lemma [2.18| to an instance with the champion graph in Figure and
m = dn resources to show that in such an instance never there are always PI cycles for
t =0 — 1. Note that m = dn is one fewer resource than in Example As before, by
Corollary 2.13] we have fixed bundle sizes |X;| = [X3| = § and |X,| = 6 — 1. We apply
Lemma toi =3 and j = 1 with S = X; 4+ g, where ¢ is the unallocated resource.
All properties that we refer to for the rest of this section are found in Lemma [2.18] We
now analyze which properties are true by the structure of the champion graph and the
bundle sizes. By Figure Property [ii is true. Property [iiil and Property [iv| are both
true because of the bundle sizes that are fixed by Corollary By Lemma this
leaves two options. Either Property |i| is false, which results in the self-improvement of
agent 1 to be t-tolerated, as |X;| = ¢ and at most § — 1 resources do not eliminate envy by
agent 3. The alternative is that some other condition needed to apply Lemma is false.
Assuming that ¢ > 2, this only leaves the possibility that j = 1 does not envy S = X; +g.
This is only possible in degenerate instances. We consider a way to circumvent these in
Section Thus, at least for non-degenerate instances, there is no example with the
champion graph Figure and m = dn where t = ¢ is required for the existence of PI
cycles.

The next step is to consider whether this still holds for m = dn + 1. We want to avoid PI
cycles, so to avoid the simple cases of Corollary we have the following restriction on
the bundle sizes:

|X1| > (5, |X3| > 6 and ’Xg’ > 6 — 1.

As we have a partial allocation, we need to distribute dn resources over these bundles.
Before, all of these inequalities were tight, but now we may have one that is strict. We now
consider these three cases. If | Xa| > § — 1, the bundle sizes of X; and X3 do not change, so
for non-degenerate instances Property [i is false and the self-improvement of agent 1 using
X1 + g is tolerated by agent 3 and thus, by Lemma by all. If one of the other two
inequalities is strict, the bundle sizes of X; and X3 are different from their previous sizes,
so we cannot use the same proof. In fact, we will now show that for no choice of 7, j, S
Lemma [2.18| guarantees that Property [i is false. We start by considering the choices for
i, 4,5 such that Properties [ii to [iv| are true. As there is envy between agent 1 and agent 2,
we only consider (7,j) € {(3,1),(2,3)} to apply the lemma because of Property

26



2.4. Limitations of the approach

For i = 2,5 = 3, it is not guaranteed that Property |i| holds as Property (iii| is not necessarily
given. To see this, recall that |X;| = |X2| = § — 1. For Property [iii| to be false, it suffices
that |S —g| = |S| — 1 > |X;| = § — 1. There is no immediate reason why S C X3+ g¢
should not contain more than § elements as | X3| > J, and there is also no immediate reason
why such an S would lead to self-improvement. Thus, for this ¢ and j, this is where the
argumentation fails.

This leaves only ¢ = 3, j = 1, for which we will now consider the different bundle sizes. First,
let | X1| > &; then we have bundle sizes | X1| =6 + 1, |X3| = 6,|X2| = 6 — 1. Property i is
false if S = X1 +g. For |X3| > §, we have |X1| =6, |X3]| =0 +1,|Xz| = § — 1. Property|iv]
is false if there exists x € X3 such that agent 3 envies S = X3+ g — x. This does not
show that there is an instance and partial allocation with m = dn + 1 where there is no PI
cycle for t = § — 1. We do not give an example of this here, as this m is not the minimum
amount of resources for a given §. Instead, we move on to the case where we actually use
the minimum amount of resources for a fixed  on another g-champion graph.

2.4.3 (0 — 1)-Tolerance Does Not Suffice for Pareto Improvements Using
PI Cycles

In this section, we present the main part of the proof of Theorem by constructing
Example which is an instance along with an allocation that has the properties
mentioned in the theorem, except for the fact that it is highly degenerate. We show that
it is possible to perturb the example to a non-degenerate version in Section and
also explain why it is so important that this is possible. Thus, we construct an example
for which it is necessary to relax the tolerance to t > ¢ = [mTﬁ] so that any Pareto
improvable cycles exist. Furthermore, the example uses the minimum amount of resources
m = (6 — 1)n + 3. We do this while keeping in mind that we will have to revisit the proof
in the next section to construct the non-degenerate version.

We use n = 4 agents with additive valuations and an allocation X whose champion graph
is shown in Figure [2.3] As the example should be as tight as possible, we use the lowest
possible resource amount for a fixed d, which is m = 46 — 1. These resources are distributed
in the only way so that there is no trivial PI improvement using Corollary if the
instance were non-degenerate: allocating d resources to every unenvied agent and § — 1 to
every envied one, keeping only one resource g unallocated. Combined with the valuations,
this gives us the following example.

Example 2.19.

n:4,m:5n—1,\X1\ = ’Xg’:(s—l,‘XQ‘ = ’X4‘ :(5,P:{g}

ﬁ ifreXi+g % ifre Xo+g
vi(r) =193 ifzreXs w(z)=455 ifzeX;

0 otherwise 0 otherwise

5?11 ifre Xs+g % ifreXy+g
v3(e) =193 ifreXy wx)={55 ifzeX;

0 otherwise 0 otherwise

Observe that they partially satisfy the criteria for graph instances analyzed by Christodoulou
et al. [CFKS23|, as most resources are relevant for only two agents. However, g is relevant
for all agents, and for any two agents, there are multiple resources relevant for both.
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(A 1 [2] 3 4]
1 1 1] 0o Jo
2 0 1[1+55]0
3 0 Jo[ 1 1
4 [1+551]0 0 1

Table 2.1: Values of v;(X;) for ,j € [4]

Lemma 2.20. For any § > 2, Example[2.19 is an instance with (§ — 1)n + 3 resources and
a partial EFX allocation X where there is no Pareto improvable cycle in My fort < §.

Proof. Consider the champion graph M%. We want to show that there are no cycles. For
this, let us differentiate between self-improvement cycles and cycles of length greater than 1.
Let us start with the second group of cycles. For a PI cycle to use at least two edges, it
includes an envy edge, as using two champion edges labeled with the same resource does not
conform with the definition of a PI cycle. Since we have only a single unallocated resource,
we may only use a single champion edge and thus rely on the envy edges. We are going to
show that the envy edges are as shown in Figure as this makes it clear that for a PI
cycle of length greater than 1, there are only two candidates, which we can then rule out.
Let us begin by verifying the two envy edges: one from agent 2 to agent 3 and one from
agent 4 to agent 1. To do so, observe that in the table of valuations Table of v;(Xj), the
only i for which there exists a j such that v;(X;) > v;(X;) is (4,7) € {(2,3),(4,1)}. Note
that these edges are in two different connected components of the graph. Thus, there are
only two candidates for g-champion edges that have the potential to close a cycle, namely
(3,2) and (1,4). However, observe that neither agent 3 envies X9 + ¢g nor does agent 1 envy
X4+ g, since
v1(Xg+9) =0+ 5%2 <1=uv(Xy).

Thus, no matter how large we set ¢, these g-champion edges never exist, and consequently
neither do the PI cycles that use envy edges.

Figure 2.3: Envy and Champion Graph
This leaves us with the self-improvement cycles. To see why these do not exist, observe
that for every j € [4], the only minimal set that j envies is X; + g, since all resources in

X + g are valued equally. Hence, we only need to show that for every j there is an agent %
and a set T C X; 4+ g with |T'| > § — 1 such that for all x € T,

’I)Z(Xz) < Ui(Xj) — vl(x) + vi(g). (2.5)
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Then, for every j, the agent i is always the g-champion, as shown in Figure We will
now verify that we can find a set 7" for every j such that Equation (2.5)) is fulfilled for some
agent ¢. Starting with ¢ =1, j =2, and T = Xo, it is true that

1 1

The same is true for j = 4,7 = 3,T = X4 with

1 <1 1-1— !
§ 6-1’
and j =3,1=2,T = X3+ g with
l<(t—) -t -t 4l
0 — 0—2 6 0—2 5 &
and finally j = 1,4 =4,T = X1 + g with
l<(t—) ettt 4 d
0—2 6—2 46 0—2 b 4
Thus, there exists no PI cycle for t < 4. O

2.4.4 Non-Degenerate Instance

One may argue that Example does not have any PI cycles simply because it is a
degenerate instance. Furthermore, when we consider degenerate instances, finding an
example for which there is no PI cycle becomes trivial. Recall that we argued at the
beginning of Section that examples with two agents are not interesting to us, since
there is always a PI cycle if there is at least one envy edge, provided that the instance
is non-degenerate. Now consider that both agents have a valuation of v(g) = 0, where ¢
is the unallocated resource. Then there is only one g-champion edge, from the envious
agent to the envied one. In any instance where g is not valued positively by any agent, all
g-champion edges are only the envy edges labeled with g. So the problem is mainly reduced
to finding an allocation with an acyclic envy graph and suitable bundle sizes. Why then go
through the trouble of creating Example In their results, Chaudhury et al.
showed that for three agents, it is possible to perturb every degenerate instance into a
non-degenerate instance. If it is possible to find an EFX allocation for said instance, then
it is also EFX in the degenerate instance. Thus, it may be possible to apply a similar
argument to our examples. What we want to show is that there are cases where we have
to relax t to a near-trivial value to find a t-tolerant EFX allocation. However, if it were
possible to circumvent this by applying the technique of Chaudhury et al., it would not be
a noteworthy result. Theorem which we are going to prove in this section, states that
there is a non-degenerate instance where it is necessary to relax t to J, as perturbing a
non-degenerate instance does not result in a lower ¢ being sufficient.

We will do this by perturbing Example in just the right way. Before we do, we will first
look at why exactly non-degenerate instances are helpful and motivate why the argument
that ,Example only has no PI cycles because it is not degenerate“ may not hold for
our instances. Chaudhury et al. mainly use non-degenerate instances because, in
such an instance, every agent has a g-champion. The trivial two-agent example sketch we
gave also only works because the envious agent has no g-champion. If we make this instance
non-degenerate, it will once again have one and therefore also a PI cycle. With this in
mind, we constructed both Example and Example in a way that g-champions are
already in place and such that increasing the tolerance does not modify them in any way.
When we worked on Example to turn it into a counterexample for ¢ = §, we saw that
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this is not possible for some bundle and resource sizes. Here, we did not assume that the
instance is non-degenerate but relied on Lemma and Lemma which in turn rely
on the existence of g-champions and the fact that an agent i envies X; even after removing
any resource from X; + g. Both of these are given if the instance is non-degenerate but do
not require it to be. With this, one may already have an intuition that degeneracy is not
a problem for our examples. To fully prove this, we will now construct a non-degenerate
instance from Example for which the proof of Lemma also works, in turn showing
Theorem

Proof of Theorem [2.15. We construct the instance and allocation from Example We
use the allocation without any changes. The instance, however, is a perturbed variant of
the instance in the example. To create this instance, we first consider how Chaudhury
et al. and Mahara Lemma 5] perturb degenerate instances. We then
adapt their approach for our case and show that Lemma also holds for the perturbed
instance in place of Example[2.19] concluding the proof.

Let v; be the valuation of an agent i € [n]. We perturb it, creating v} to break the cases
where v;(S) = v;(T) for S # T where S,T C [m]. This is done in a way that ensures
strict inequalities are preserved, i.e., v;(S) < v;(T") implies v}(S) < vi(T). This allows us
to maintain parts of the proof of Lemma where only strict inequalities are used. To
create a perturbation with these constraints, we define the boundary up to which it is
permissible to increase the value of a bundle:

Kk = min min v;(S) — v (T)].

120 sircimie oy 115) — 0T
Using this, if v}(S) — v;(S) < &, we have v;(S) < v;(T) = v.(S) < v{(T). We can now add
small values to the valuation of every resource in a way that ensures that for every bundle,
its valuation increases by less than k. Simultaneously, we ensure each distinct bundle has
its own distinct value. To do so, we chose £ > 0 such that

e2mtl <,
Now we define the perturbed valuations as
vi(z) = vi(z) + 27 e Va € [m),

where m; : [m] — [m] is a permutation used for the convenience of this proof. Ma-
hara [Mah23] instead uses the index of x directly, adding 2%¢ to each resource. Observe
that by monotonicity, v}(S) — v;(S) is maximal for

v,

(m]) —wifm)) = 3 2@ = (2 —2)e < k.

z€[m)]

Hence, two distinct bundles with different values under v; still have different values under
v}. However, for two distinct bundles S, T where v;(S) = v;(T), we have

[0i(S) —ol(T)| = | 3 2@ — N 9m@|e > 0 as S £T.
x€S zeT
Thus, the bundles are valued differently.

We now verify that this does not interfere with our proof of Lemma provided we
choose appropriate permutations 7;. We do this by going through the proof from start to
finish, highlighting the critical parts. For each part, we impose a constraint on ;. Finally,
we show that it is possible to satisfy all constraints simultaneously. We began the proof of
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Lemma by verifying the structure of the champion graph. To this end, we showed
there are exactly two envy edges using Table 2.1l Since envy requires a strict inequality,
these envy edges also exist in the perturbed instance. However, for (i,j) € {(1,2),(3,4)},
we have v;(X;) = v;(X;). To prevent a new envy edge (and potential PI cycle), we
ensure v;(X;) > vi(X;) by setting m;(z;) > m(x;) for all z; € X;,z; € X; as our first
constraint. We then show that no champion edges close a cycle with the envy edges. This
is done by showing v;(X; + g) < v;(X;) for (i,7) € {(1,4),(3,2)}. For § = 3, we have
v;(X; + g) = v;(X;). Here we could have changed Theorem so that ¢ > 3 but instead
we show this works by setting the permutations such that v(X; + ¢g) < vj(X;). We achieve
this by imposing the constraint 3¢ x; omi(®) 4 omil9) < Y oweX, omi(®),

To rule out self-envy, we showed that for every agent ¢ € [n], the only candidate for
self-improvement is X; + g. This relies on v;(g) < v;(x;) for all x; € X;. We make this
inequality strict by requiring m;(g) < m;(z;) for all z; € X; as our last constraint. Because
the argument that these sets are not tolerated by the g-champion relies on strict inequalities,
we have to do no further work for the perturbed instance.

We now show that there are permutations satisfying all constraints. For i € {2,4}, we only
require 7;(g) < m;(z;) for all x; € X;. This is satisfied by any permutation where m;(g) = 1.
For i € {1, 3}, we define the tuple (7, j, k) € {(1,2,4), (3,4,2)} for which the following must
hold:

WZ(I‘Z) > wi(a:j) Vx,; € Xi,xj S X]', (26)
Z omi(z) 4 omi(9) Z omi(z) , (2.7)
reX) zeX;

m(g) < m(xz) Vx; € X;. (28)

Note that for these constraints we are less concerned about the valuations of the individual
resources and more about where the bundles of the agents lie on the range of the permutation.
With this idea in mind we find that they are satisfied for all permutations satisfying

mi(g) = 1, m(xj) e{2,...,0+1} \V/ZE]' € Xj
and
’/Tz(-%'k) S {(5—!—2,...,2(54—1}, 7Tz<.1‘z) S {3(54—1,...,4(5—1} Var € Xg,z; € X;.

Such permutations exist because | X;| = |X3| = d — 1 and |X3| = |X4| = §. By setting
specific ranges for the bundles, any permutation within these ranges forms a valid ;. This

clearly satisfies Equation (2.6) and Equation (2.8). For Equation (2.7) observe that
Z omi(2) 4 9gmi(9) L~ 920+2 4 ol (2.9)
reX}
< 230 < ) omlo) (2.10)

reX;

Thus there are permutations satisfying all constraints and perturbing Example with
them creates an instance and allocation satisfying Theorem [2.15] O

2.4.5 Conclusion and Further Questions

In this chapter, we have extended the envy-cycle elimination algorithm to t-tolerant EFX
by relaxing the technique of g-champion edges. However, we have found that we need to
relax ¢ to the near-trivial bound ["-2] to guarantee that we can always find a Pareto
improvement with this approach. Note that this does not constitute a strong positive result.
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In fact, for m > n + 3, this only guarantees 2-tolerant EFX allocations, which we have
seen in Section are not even guaranteed to be EF1. Furthermore, the counterexample
in Example hinges upon having bundle sizes in {[7] — 1, [™]}. If it is possible
to find an EF1 allocation with these sorts of bundle sizes, this implies the existence of
(["™] — 1)-tolerant EFX allocations, which is a strictly better fairness guarantee as long
as there is no 6 € N such that on +1 < m < én + 2. In Chapter |3, we find that this is
achieved by the round-robin algorithm. Since using ¢-tolerated PI cycles seems to be an
approach with limited merit, for this last section, we discuss potential improvements to
this approach. We place the main focus on a generalization of the champion edges. We
show that it is possible to Pareto improve Example with a PI cycle using these edges.
We then briefly mention their limitations and drawbacks, and use them to motivate two
questions for future research.

A straightforward solution to the examples (Example [2.19, Example might be to
avoid them altogether. Note that along with the fair division problem instance, we always
gave an allocation. We never explicitly showed that it is possible to reach such an allocation
using the elimination of PI cycles. Even if this is possible, there may be approaches where
one can avoid reaching such allocations by canceling PI cycles in the right order. This
may be aided if one uses t-tolerated PI cycles from the start. Our examples are all EFX
allocations, and by expanding the domain to t-tolerated EFX allocations from the start, it
may be easier to avoid these dead-end allocations.

Generally it is important to mention that our use of the champion edges is rather simple.
They offer more than just PI cycles. Another property used often is that if an agent 4
g-champions an agent j without envying him, this partitions X; into an upper-half bundle
and a lower-half bundle where the lower half-bundle consists of all the resources that need
to be removed from X; so that the resulting set and g are minimally envied by ¢. Using
these half bundles further PI improvements are possible in some cases, without involving
PTI cycles [CGM24][Section 4.1]. Hence better results may be achieved by generalizing this
approach with t-tolerance as well.

A different way to extend this approach is to use generalized championship as introduced
by Berger et al. [BCFF22]. Consider an agent ¢ g-championing an agent j. To do so,
it envies a minimal envied set S C X; 4+ g. When we assign S to agent 4, for example
when eliminating a cycle, we deallocate resources if S C X; + g. These newly unallocated
resources then have their own champion edges. Thus, when we look for cycles using a
specific g-champion edge, we can also use the champion edges that exist after eliminating
this g-champion edge. Furthermore, when we have more than just one unallocated resource,
we can also consider champion edges with respect to not only one unallocated resource g
but a set H of resources. We simply adapt the definition so that agent ¢ envies a minimal
envied subset of X; U H.

Definition 2.21 (Generalized championship). For an allocation X, an agent i champions
agent j with respect to H; and S; where H; C [m]\ X;,S; C X if agent i envies a minimal
envied subset of (X; \ S;) U H;.

We can again use this to define the generalized champion edges and the champion graph,
as we have done before with g-championship and t-tolerated g-championship. A difference
is that H; is not restricted to the unallocated resources. Thus, we can use them to extend
the definition of PI cycles in a significantly more powerful way. A cycle in the generalized
champion graph forms a valid PI cycle if the sets H; are non-intersecting for all j appearing
in the cycle and if every resource in such a set H; either is unallocated or appears in some
Sk, where k € [n] is also an agent who is part of the cycle. Using generalized champion
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edges, it is possible to Pareto improve in Example We construct such a case for § = 3.
Similar approaches work for other 4, but we do not offer any proof that it works for all
0> 2.

Lemma 2.22. There is a PI cycle using generalized champion edges for Example|2.19 for
J=3.

Proof. We show that there is such a PI cycle by first constructing an allocation Y Pareto
dominating the allocation X given in the example. We then show that we can construct
sets H;, S; for all i € [n] that conform to the ones mentioned in Definition Finally,
we show that every bundle of Y is only envied by a single agent in X and hence that it is
(formally, we actually only show it contains) a minimal envied set envied by the agent to
which it is assigned in Y. Once Y is constructed, this is mainly manual verification of the
definitions. To decrease this work slightly, we work with a representative of the two types
of agents in Example We have one of the envied agents j € {1,3} and one of the
envious agents k € {2,4}. Every agent ¢ € [n] only positively values g, its own resources,
and the resources of agent succ(i) = (i + 3 mod 4) + 1, which 7 g-champions. Note that
j champions an agent in {2,4} and vice versa. For convenience sake, we also define the
predecessor of agent j (same for k) as pred(j) =i € [n] for which succ(i) = j. The main
part of the proof is the observation:
2 1 2
20j(xy) = 3757 vj(x;) and vg(z;) =1 > 3= 2 (k).

Thus, it is clear that Y Pareto dominates X if we construct it by removing two resources
from every agent in {2,4} and one from every agent in {1,3} and passing them to the
respective agents championing them. Formally, we write

Y}' = Xj — X + 2$succ( Yk = Xk — 2z + Lsucc(k)

i)
here xj, Tk, Tuce(j)s Tsuce(k) are any fixed resources from Xj, Xy, Xguce(j)» Xsuce(k) and 2;
is a shorthand for any two resources in X;. For this to be formally correct, the resources
2Zguce(j) We add to X are exactly the ones which are removed from X,c(;) and vice versa
for the resource gyccr) added to k. We now verify that this operation of reassigning
resources can be expressed as even a 0O-tolerated PI cycle using generalized champion edges.
To do so, we show that every bundle in Y is minimally envied in X and that for every
i € [n] there is a bundle H; C [m]\ X; and S; C X; such that Y; = (X; \ S;) U H;. We start
out with H; by setting H; =Y; \ X; and S; = X; \ Y;, as

(Xi\S)) UH; = (X; \ (X; \Y3)) U (V3 \ Xi) = (XinY) U (V3 \ Xy) =Y.

This actually works for every Y, not only our fixed one. For X in Example and Y as
defined, this results in H; = 2%gyc(j), Sj = {25} and Hy = {ZTsuce() }> Sk = 22k

The only thing left to show is that every set Y; is envied only by agent ¢ in X. To verify that
Y Pareto dominates X, we have already seen that v;(Y;) > v;(X;). To see that no other
agent envies Y;, this can quickly be done by considering which agents even positively value
the resources in Y;. For the sake of completion, we now explicitly verify this for ¥; and Y.
Consider Y; = z; + 22gycc(j)- The only agents valuing z; positively are agent j and the
pred(j). Meanwhile, the only agents valuing .c(;) are agent j and agent succ(j). Here we
find Upred(5) (Xpred(j)) = Usucc(y) (Xsucc(j)) = vk’(Xk) =1 while Upred(j) (}/3) = ’Uk(xj) =1and
Vsuce(j) (Y5) = vk(221) = % Hence, there is no envy towards Y; in X. We do the same for
Yk = Tk +Tuce(k)- Here, note that pred(k) is the one other agent positively valuing xy, while
agent succ(k) positively values Tgyce(r)- We find vprea(r) (Xpred(k)) = Usuce(k) (Xsuce(k)) = 1
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while vpreaqr) (Vi) = vj(ar) = % and Vsuee(k) (Yr) = Uk (Touce(r)) = % Hence, no other agent

envies Y. Thus, with sets H;, S; as defined for all i € [n], there are four generalized
champion edges forming a PI cycle for Example which can be used to find a Pareto-
dominating EFX allocation without even utilizing the unallocated resource g or relaxing
the tolerance. O

While generalized champion edges extend the reach of classical g-champion edges and can
be strictly more powerful, they also exhibit structural and practical limitations. A primary
drawback is that there is no general approach known to discover them and, consequently,
it is harder to reason about them. For instance, Berger et al. [BCFF21], Section 3.1]
work only with a subset of the generalized champion edges. By structural limitations, we
refer to the following phenomenon: there exist (partial) EFX allocations X and Y such
that Y Pareto dominates X, yet there is no Pareto-improvement (PI) cycle consisting of
generalized champion edges whose elimination yields Y. The reason is that the bundles
of Y are minimally envied with respect to X. For example, suppose X consists only of
empty bundles, and Y contains at least one bundle Y; with at least two items that are
each positively valued by some agent j # i. Th allocation Y Pareto dominates X, but
Y, is strongly envied by j, and thus there is no PI cycle producing Y by eliminating it.
However, there may be something like an intermediate allocation. Here we then might once
more consider using t-tolerance. We can relax the generalized champion as we did before
and ask: for what ¢ is it guaranteed that for any ¢-tolerated EFX allocations X,Y, there
exists a generalized PI cycle using t-tolerated champion edges for X that, when eliminated,
produces Y? Away from PI cycles, this might bring us closer to the overarching question:
For what ¢ is it guaranteed that for every partial (O-tolerated) EFX allocation X there is a
total t-tolerated EFX allocation Pareto dominating X7
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3. Improving the Round-Robin Algorithm

In computer science round-robin is a common approach used to distribute all kinds of
objects, ranging from requests in load balancing Chapter 19] to access to physical
hardware by operating systems [Sha87, Chapter 3]. This rarely fits neatly into our model
of resources and valuations. Furthermore, round-robin is used because of its practicality
and with the goal of efficiency, not fairness per se. However, round-robin, adapted to the
fair division setting, is known to have some fairness guarantees. A version of it, as shown in
Algorithm takes as input a fair division problem instance along with a strict total order
=<C [n] x [n] on the agents, usually the natural order of [n]. Then over R = [”*] rounds,
the agents in order of < each select the unallocated resource that they value highest and
add it to their bundles.

As we are going to show, this simple algorithm is guaranteed to return an EF1 allocation if
all valuations are additive. However, the allocation does not necessarily maximize Nash
welfare, nor is it necessarily Pareto optimal. A counterexample for the former is any
instance with two agents and one resource, where the agent who gets to choose first values
the resource less. Furthermore, any allocation returned may not be EFX. In this chapter,
we discuss two reasons for this:

(i) One fundamental restriction of Algorithm 3.1|is that for all « € [n], the final bundle X;
is either of size R or R — 1. To see how this interferes with an allocation being
EFX, consider an instance with some fixed resource x € [m] that is highly valued
by every agent i. If x is valued higher than all other resources combined, i.e.,
vi(x) > vi([m] — ), then the set {x} is a minimal envied set. Recall that in an EFX
allocation, if a bundle is envied it must be a minimal envied sets. So no allocation
where the bundle sizes are either R — 1 or R is EFX (for R > 2). We are not going to
modify Algorithm in a way that changes this property of the allocations. Instead,
we are going to restrict the valuations in a way that limits the impact of this property
and analyze the improvements we make to round-robin on instances that only use
these valuations.

(ii) The second issue is an inherent ,unfairness“ of round-robin: the fact that for two
agents ¢, j with j < 4, j is inherently better off. This is not only because it can choose
first in the first round, but in any round, even if ¢ already envies it.

In this chapter, we seek to remedy this inherent unfairness by modifying Algorithm
to the envy-reducing round-robin algorithm as shown in Algorithm [3.3| First, however,
as a warm-up and as a baseline, we analyze Algorithm We show the claims that it
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3. Improving the Round-Robin Algorithm

Algorithm 3.1: CLASSICROUNDROBIN
Input: Agent amount n, resource amount m and valuations (v;);g[,), order of
agents <
Output: An EF1 allocation X

// Initialization
R« [7]

M <« [m]

N « [n] ordered by <
forall i € [n| do

[, BN UR VI

// Main loop

6 forall r € [R] do

7 forall i € N do
8

9

if M # () then

T 4— argmax,c s vi(x)
10 M—M-—-=x
11 X+ X;+«x

produces EF1 allocations that are not necessarily PO. We also propose a lower bound for
the t € N necessary so that any allocation returned by Algorithm is guaranteed to be
a t-tolerant EFX allocation. In Section [3.2] we then discuss how to remedy the issue in
Algorithm by using more than one order in Algorithm 3.2l Here we also introduce
the permutation instance and valuations that we have already hinted at in Constraint i
We give an intuitive idea for the bounds that we then formally show in Section For
Section we introduce the final envy-reducing round-robin algorithm. In this section, we
prove that this algorithm gives an improved bound for envy in Section We extend this
result to the permutation instances in Section[3.3.2l For Section [3.3.3] the original goal was
to use the envy bound to show that any allocation returned by envy-reducing round-robin
for a permutation instance is a t-tolerant EFX allocation for any ¢ > [%1 We attempt
this proof and find some partial results in Section [3.3.3.1] but we find why this approach
does not work in Section We use these results to motivate the construction of
a counterexample that requires a tolerance of ¢ > R — 2 in Section [3.3.4, We close this
chapter in Section with further thoughts on this envy-reducing round-robin algorithm.

3.1 Classic Round-Robin

The goal of this chapter is to analyze Algorithm and to use this as a baseline for our
improvements. The main result of this chapter is an upper bound for the envy between
two agents, which consists of the value of the highest-valued resource in the worst case.

Lemma 3.1. For any allocation X produced by Algorithm 3.1 on an instance with additive
valuations, it holds that

0;(X;) — vi(X;) < maxvi(z) —e(R — 1) < max v;(z) —e(R — 1)

z€X; x€[m)]
where € = ming yc(m) 2y [Vi(T) — vi(y)| or even

0;(X5) —vi(X;) < al}é%(}j vi(z) — ;Iell)l(ll vi(x) —e(R—1) < ;ré% vi(x) — xnel[lﬁ] vi(x) —e(R—1)

if m = Rn.
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3.1. Classic Round-Robin

Note that in the term max,ex; vi(z) — (R — 1), only max,e x; vi(z) is positive. Thus, for
additive resources, if we remove this resource x = argmax,¢ x; v;(z) from X, then i does
not envy X; — x.

Corollary 3.2. For any allocation X produced by Algorithm on an instance with
additive valuations, X is EF1.

This corollary is often proven directly, for example by Caragiannis et al. 7 without
establishing the envy bound of Lemma A large part of this chapter is dedicated to
improving this envy bound, hence we showed that it holds as a baseline. Note that if ¢
envies j, then the first resource = € [m] chosen by agent j eliminates this envy. This does
not directly follow from j choosing greedily, as « is maximal under v;, not v;. However, it
will become clear that this holds during the proof of Lemma Thinking about this claim
may motivate that it may be helpful to have some notation to express ,the first resource
chosen by agent j“ in a more concise manner.

Notation 3.3. Let X be the result of a round-robin algorithm (Algorithm|3.1, Algorithm|3.2,

Algorithm .

o The history function n(x) : [m] — [R] is a shorthand used to express the round
r =n(x) € [R] in which a resource x € [m] was chosen by some agent.

o For an agent i and a round r € [R + 1], we define X] = {x € X;|n(z) < r}. For
r € [R], this is the bundle X; restricted to the resources allocated before round r,
where X} = (). We include XZ-RJr1 = X; for formal purposes.

o For an agent i and a round r € [R], x] € [m]+ L is the resource x € X; for which
n(x) = r holds, if it exists. If R <™, then in the last round there is an agent j that
R

does not receive a resource in this round. Hence, we use L for x;' in this case.

Note that we often set v;(L) = 0 as then for every bundle S C [m] it holds that v(S) =
v(S + L), which sometimes allows us to avoid case distinctions.

Throughout this section and Section it suffices to think of X} as the bundle agent j
had at the start of round r and x’; as the resource j chose in round r. The reason why we
used a more general wording in the definition is that this changes for the final algorithm,
Algorithm in Section We now prove Lemma [3.1] This proof is intentionally
presented in a detailed and introductory manner, as it illustrates some ideas and techniques
used throughout this chapter. A shorter and more concise proof will later be given for the

more general Lemma

Proof of Lemma|3.1. Let X be an allocation produced by Algorithm [3.1]given the order <.
Consider two agents, agent ¢ and agent j. If ¢ < j, then i chooses a resource before j
in every round. Thus, under the valuation v;, the resource z] that it chooses in some
round r is always valued greater than or equal to the resource xj that j chooses in the
same round r. The same holds if j or both do not allocate a resource in the last round,
provided that we consider v;(L) = 0. Formally, v;(z}) > v;(z}) for every r € [R], and thus
v (X7 > vi(X;-"H). Therefore, in this case, i never envies j in any round. However, if
J < i, it may happen that v;(x}) > v;(2}) since j may highly value the same resources as i
and thus, by choosing first, ,coincidentally“ pick a resource that ¢ values highly as well. To
bound the envy, we use the fact that for every > 1, v; (2}~ !) > vi(2}) because i greedily
picks its highest-valued, unallocated resource in round r — 1, leaving j to pick a resource in
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3. Improving the Round-Robin Algorithm

round 7 with at most the same value. Once again we set v;(L) = 0, which allows us to
split the envy as

i(X5) = vi(Xo) = vilag) — vi(aft) + Y (vi(]) — vi(2] 7)) (3.1)

into a positive part v;(z}) — v;(z®) and a non-positive part ZﬁZQ(vi(xg) — (i), Tt
holds that v;(x}) — vi(zf) < maxgex; vi(x), and if 2 # L, then it is even upper bounded
by maxgex; vi(z) — minge x, vi(z), which is guaranteed if nR = m. For the non-positive
part, every summand is non-positive. Hence, if ¢ is the smallest difference between the

values of two distinct resources, then

R

> (wilh) = vi(2i 1) < (R = De.

r=2

Putting both the positive and non-positive parts together yields the upper bound on the
envy. O

Note that in this proof, for the case where i < j, we showed that ¢ does not envy j. This
allows the following observation:

Observation 3.4. Let X be the allocation at any time during the execution of Algorithm/3.1
with some order <. Then the envy-graph Ex is acyclic, and <=1 is a topological order for
Ex, where <=1 is the reverse order of < defined by i <=1 j if and only if 7 < i for all

i,j € [n].

We now turn toward the limitations of the algorithm. We first show that there are instances
where the allocation resulting from Algorithm is not PO/

Example 3.5. n =2, m = 6 and two fixed values h, [,
with the valuations:

lzem] | 1 | 2 [ 3 | 4 ] 5 [6]
vi(z) |h+3|h+2|h+1]| h l 0
va(x) h I+4 | 1+3 [1+2|1+1]1

The idea here is that h is a high value and [ is a low value, so that under Algorithm
with 1 < 2, the resources are selected in the natural order of [6]. However, there is an
allocation that is better for both agents, as both receive one more resource the valued at
least at h.

Lemma 3.6. Let X be the allocation returned from Algorithm |[3.1] given the input Exam-
ple along with 1 < 2. Then for h = 100 and | = 1, X is not Pareto optimal.

Proof. The allocation returned from Algorithm [3.1] given the input Example [3.5| along with
1<2is X =({1,3,5},{2,4,6}), with v1(X1) = 2h + 4 + [ and va(X2) = 3l + 6. Consider
the allocation Y = ({2,3,4},{1,5,6}) with v1(Y1) = 3h + 3,v2(Y2) = h + 2l + 1. We find
that Y Pareto dominates X if we use sufficiently large values for h. E.g., for A =100, =1,
it holds that

v1(X1) =200+44+1<300+3=uv1(Y7)

!The example we use is loosely based on one found in Wikipedia(visited 13.05.2026)
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3.1. Classic Round-Robin

and
UQ(XQ) =34+6<100+2+1= UQO/Q).

Now for the final part of this section, we want to consider for what ¢ any allocation X
created by Algorithm is a t-tolerant EFX allocation. One trivial lower bound for ¢ is
t < R — 1. This holds because every bundle has a size of at most R = ["*] and, in the case
of envy, every bundle contains at least one resource that eliminates envy when removed,
as the allocation is EF1 by Corollary We now present a simple example where ¢ is
required to be close to this trivial bound.

Example 3.7. m = nd for a fixed 6 > 1 and n, with the valuations

vi(z) = z,Vi € [n],z € [m].

Let X be the allocation produced by Algorithm on Example with the natural

order on [n] as input. Consider the agents 1 and n. For every r € [R] where R = §,

vp(2]) — vp(z)) = n — 1. Thus, for these two agents, the envy reaches its maximal value

given by Lemma

Un(X1) —vp(Xp) =(n—=1)0=nd — 14 (6 — 1) = max v,(z) — min v,(z) — 1(R—1).

z€[m)| z€[m)]
Let r € [R] be a round for which the removal of ] does not resolve envy, i.e.,
vp(x])=m—n(r—1)=nR—n(r—1) < R(n — 1) = v,(X1) — v, (Xy).

Note here that v, (z]) = m — n(r — 1) holds as agent 1 chooses greedily and first in every
round while in each round the n highest-valued resources are allocated. We solve this for r:

nR—n(r—1) < R(n—1) (3.2)
snR+n—R(n—1) <nr
-1
er>R+1-" Rz%—i—l. (3.4)

Since our goal is to find the number of resources that do not eliminate envy when removed,
we can do this by considering the number of rounds r € N for which both r < R and
Equation (3.4) hold. Thus, for X to be a t-tolerant EFX allocation, it is required that

_1
t>r- B 15 g™
n n

-1

Therefore, in general, the larger n is, the closer ¢t approaches R — 1. Practically, there are
instances for which ¢ > R — 2, as this holds for n = R. In conclusion, the minimal ¢ for
which every allocation returned by Algorithm is a t-tolerant EFX allocation satisfies
R-1>t>R-2.

In the next section, we aim to reduce this by eliminating the issue that some agents always
get to choose a resource before others. However, for this, we need a more dynamic approach.
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3. Improving the Round-Robin Algorithm

Algorithm 3.2: ORDER-VARYING ROUND-ROBIN
Input: Agent amount n, resource amount m and valuations (v;);e[,], an order of

agents for every round (=< ),¢[r) Where R = [7]
Output: An EF1 allocation X

// Initialization
1 M <+ [m]
2 forall i € [n] do
3 LXZ<_®

// Main loop
4 forall r € [R] do
N <« [n] ordered by <,
forall i € N do
if M # () then
T 4— argmax,c s v;i(x)
M—M-=x
10 X+ X;+«x

© o N o wm

3.2 Order-Varying Round-Robin

At the start of this chapter, we observed that the fairness of round-robin is limited by
Constraint [ii, since it allows envied agents to choose resources before the agents who envy
them. In this section, we discuss how to modify Algorithm and lay an intuitive basis
for how this improvement works and what its limitations are. There are instances, where
no matter what order is used as an input for Algorithm the allocation produced suffers
from Constraint [ii. E.g. Example as no matter which agent starts, all other agents
become and remain envious of the agent choosing first. Hence, instead of one fixed order <,
we use a sequence of orders as an additional input for the algorithm. In every round r € [R],
the order <, is used to determine the sequence in which the agents get to chose. The rest
of this algorithm remains the same as Algorithm and is shown in Algorithm

We now show that using multiple orders, does not change the fairness guarantees we had

by Lemma [3.1] and Corollary

Lemma 3.8. For any allocation X produced by Algorithm 3.2 on an instance with additive
valuation with any sequence of strict total orders (<r),e(g) of [n], it holds that

0;(X;) — vi(X;) < maxwvi(z) —e(R —1) < max vi(z) —e(R — 1)
xeX; x€[m)

where € = Ming, yem) oty [Vi(T) — vi(y)], or even

0;(Xj) —vi(X;) < gé%(}j vi(x) — 521)1(12 vi(x) —e(R—1) < :{:rel% vi(x) — III€1[17Inl] vi(x) —e(R—1)

if m = Rn.
The proof is essentially the same as the proof for Lemma and thus is keept a bit more
concise. Also note, that throughout this chapter, we mainly make arguments about some

agent ¢ envying an agent j. Starting with this proof, we use v instead v; for these argument,
if we are working on only one valuation.
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3.2. Order-Varying Round-Robin

Proof. Consider an agent i envying the bundle of an agent j. Let x% be the item agent j
was allocated in the first round. As before, it holds for every r > 1 that v(2} ') > v(7).
Thus, we can split the sum of the resource valuations into

v(X;) = v(X) = v(zj) —v(af) + ) (v(f) — v(af ). (3.5)

With Zﬁﬁ(v(x;) —v(2!™)) < —e(R—1) and v(le) < max,epy, v(r) as well as

()

0 if ot = 1
v(z{) <q Lo
ming, e[y, v(x) otherwise
the positive and non-positive summands together upperbound the envy. ]

Using more than one order to extend the capabilities of round-robin has already been
done for different purposes. Amanatidis et al. used such an approach to
show that EFX allocations exist for instances using only additive valuations which are
additionally restricted, in the following manner. For every ¢ € [n], there is a ¢; € Rxg
such that for all € [m] it holds that vi(z) € [¢;,2¢;]. Using Lemma 3.1} this already
holds for Algorithm if m = Rn. To see why, consider that envy is bounded by
MaXye(m] Vi(2) — Mingepm vi(z) < ¢; and removing any resource reduces the envy by at
least ¢;. However, if m < nR, then it may be that an envious agent does not get to choose
a resource in the last round, which resulting in envy up to 2¢;. To circumvent this, they use
two different orders. For the rounds r € [R — 1], they use an arbitrary strict total order <.
Then, in the last round R, they use the reversed order <~!. Recall that by Observation
<~1is a topological order of the envy-graph for the allocation at the start of the last round.
Thus, if an agent j chooses a resource in this last round, then every agent i envious of
J has already chosen a resource in this round. So if we have this case where j < i and ¢
envies j, then either neither agent selects a resource in the last round, or at least ¢ does. If
le # 1, then using Equation , this again bounds the envy at ¢;. If neither of the two
agents does, then we can do something quite similar to Equation by not considering
the last round:

v(X;) —v(X;) = v(:cjl) - v(xf“l) + Z (v(xqj") — v(a:fl)) < 2¢; — ¢;.

This works because xf_l # 1. The last case to cover is if i envies 7 and i < j. By
Observation this envy can only be created during the last round. We show that any
resource r; € X; eliminates envy by splitting the difference between the value of the two
bundles as follows:

R-1
o(X;) = o(Xi) = Y (v(@}) = o(@])) + o)) + Y (vl ) = o(a])) - v(f).

r<r r'=r

Here, for all ' < r < R, it holds that v(:p;/) —w(z}") <0, as in these rounds agent 4 chooses

first and greedily. And for all rounds ' > r where ' < R, it holds that v(x;/'H) <w(z})
since agent ¢ chooses first here as well. Thus, the only positive summand is v(xg), and thus
removing x; eliminates envy. Note, that this envy created in this last round is eliminated
by the removal of any resource, independent of the constraint v;(z) € [¢;, 2¢;] for all z € [m)]

and ¢ € [n].
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3. Improving the Round-Robin Algorithm

Another result where round-robin with varying orders is used is in an extended setting
where there are both goods and chores. In this model, additive valuations are not restricted
to be greater than or equal to zero. Thus, there may even be resources that no agent
prefers to have in its bundle. The definition of EF1 is then extended by allowing envy
between two agents ¢ and j if there is a resource in X; U X; that eliminates the envy if it is
removed from the bundle in which it is contained. This setting is more challenging, and a
simple round-robin approach does not suffice for creating EF1 allocations, as shown by
Aziz et al. Proposition 3]. They propose the double round robin algorithm as
the solution to this problem. It works by splitting the resources into two sets. The first
set C' consists of all resources that every agent values non-positively, and the set G consists
of those resources where there is at least one agent valuing them strictly positively. They
then run round-robin on the resource in C using a strict total order <, distributing the
resources no agent wants. Then, they do another run of round-robin using the reverse
order <~! and only the resources . Combining the bundles returned from both runs
then results in an EF1 allocation Theorem 1]. Note that the second instance of
round-robin is an extension of Algorithm as they introduce dummy items for agents,
which agents may choose if they have no resources left that they value positively. After
termination of the second round-robin, these dummy resources are removed. This may lead
to different bundle sizes.

Observe that both approaches use some fixed order which is reversed at a fixed time.
Reversing the order is already quite potent, as it allows envious agents to choose before the
agents they envy. However, as soon as new envy is created, this is no longer guaranteed
when reversing the order again. So instead, we take a more dynamic approach.

Definition 3.9. An order <, is envy-reducing in round r of an execution of Algorithm/[3.2
or Algorithm if

’UZ(XZT) < U,(X;) =1 =<pJ

where X', X7 are the bundles of agents i, j at the start of round r.

Note that, in general, a single round of round-robin with an envy-reducing order does
not necessarily reduce envy. The precise guarantee is merely that envy does not increase.
However, for non-degenerate instances, such as those we start to consider in Section
a reduction in envy is guaranteed.

In this section, we study the guarantees satisfied by an allocation returned by Algorithm
when provided with a sequence of envy-reducing orders as input. We then consider the
primary challenge in constructing such sequences, as identified by Lemma 3.11l Namely, if
an envy-cycle exists at the start of a round , then no envy-reducing order exists for that
round and the current partial allocation. This issue is addressed in Section For the
time being, we assume the existence of such a sequence in order to derive an upper bound
on the envy of an allocation produced by Algorithm

Observation 3.10. Let X be the allocation created by Algorithm 3.2 on some instance
with a sequence of envy-reducing orders (%r)TE[R]. Then for two agents i,j where i envies j,
it holds that

R
vi(X5) — (X)) < v X;7) —0i(X77) +vial?) —viai?) + Y (vi(af) —vilaf)),
r=rg+1
where rq = max{r € [R] | v;(X]) —v(X]) < 0} is the last round at the start of which i does
not envy X;. Here, vi(X7) — vi(X;g) < 0 by definition, and vi(z}) — vi(z]) < 0 for all

J
r > 14 because of the envy-reducing order.
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3.2. Order-Varying Round-Robin

This is inherently similar to the results in Lemma and Lemma by limiting the
envy to the difference of the values of two resources. For Lemma this difference is
U(.lejl) — v(xfF), while for Observation , it is v(xgg) —v(z;?). So for arbitrary orders,
it may be the difference between the highest-valued resource to the lowest, while for an
envy-reducing order, it is the difference between two resources selected in the same round,
where the lower-valued resource x:g is chosen greedily. In other words, the envy is bounded
by the difference between the highest-valued unallocated resource at the start of round r,
and the (n — 1)-th highest-valued, unallocated resource in the same round. Though without
further restriction of the additive valuations, the difference between the highest-valued
resource and even the second-highest-valued resource can be arbitrarily large In such cases,
using envy-reducing orders may not produce fairer allocations. To avoid these cases, we
introduce a restriction on the valuations in Section (3.2.1

We now discuss the problem with the assumption that such a sequence of envy-reducing
orders exists for every instance. An initial approach to compute such a sequence might
be, to run Algorithm without a sequence of orders as input and then compute an
envy-reducing order in every round. However, as soon as there is an envy-cycle at the
start of a round, no strict total order exists for which every envious agent is allowed to
choose before the envied agent. Note that envy-cycles do not appear during the execution
of Algorithm because of Observation By varying the order, we enable this, and by
using an envy-reducing order, we may even promote this. Think of some path of length [
in the envy-graph with a source s and a sink . By the envy-reducing order and by the
transitivity of that order, s choses before ¢ and at least [ — 1 agents chose between them.
If s and potentially the other agents chose resources valued highly under v;, then ¢ may
be forced to choose resource x; valued significantly lower than x4, the resource chosen by
agent s. With a sufficently high difference v;(xs) — ve(x¢), agent ¢ starts envying s, creating
a new edge from ¢ to s in the envy-graph. Of course, because of the envy-reducing order,
the envy between the other agents does not increase, or even decreases for non-degenerate
instances. However, this decrease in envy is not bounded, so if it is 0 or close to it, this may
result in little to no change in the envy between any agent and its successor in the path.
With no envy edges disappearing and a new edge forming from t to s, a new envy-cycle is
closed.

Lemma 3.11. Let X be the allocation created by Algorithm|3.2 on the input of Example|3.12
along with the envy-reducing orders 1 <1 2,2 <9 1. Then for h =100, =1, Ex contains
an envy-cycle.

Note that the envy-cycle does not matter for this execution of the algorithm, as it only
appears at the end of the algorithm. However, we can modify Example by adding
two more resources valued lower than all other resources by both agents. Then, the
envy-cycle exists after the second round, as it does for the original instance, resulting in no
envy-reducing order existing at the start of the third and last round.

Example 3.12. n = 2, m = 4 and valuations:

(ohe | 1 [ 2 | 3 [4]
vi(z) | h+1] h h
va(x) h [1+2]|1+1]1

Proof. We start by considering the allocation after the first round, where agent 1 chose
first, resulting in agent 2 being envious at the start of round 2 as

va(73) = h > 1+ 2 = vg(x3).
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3. Improving the Round-Robin Algorithm

This way, 2 <2 1 is the only possible envy-reducing order, resulting in
1)1(X2) =h+h> h+1+l:?}1(X1) and Ug(Xl) =h+Il>1+2+1+1 ZUQ(XQ)

for the final allocation. Thus, there is an envy-cycle. O

Most of our round-robin examples hinge on a ,bad“ order being chosen. This is the case
here again. The choice of the first order determines the second and, thus, the existence of
the envy-cycle. So, to have the guarantees of Observation in general, we initially tried
to find some rule or heuristic to avoid a sequence of envy-reducing orders that determines
the existence of an envy-cycle as 1 <; 2 did for Example [3.12] Another way of thinking
about this is to use any sequence of envy-reducing orders until there is an envy-cycle in
some round, go back to the round where this envy-cycle could last have been avoided,
and use a different order there. However, the round where a ,bad®“ order is chosen can
be arbitrarily far away from the envy-cycle. The next lemma shows the idea behind this,
namely, that an order in the first round may determine the order in the last round. It also
shows that this is possible while having only very little envy, which is helpful for combining
such an instance with other instances e.g. for creating envy-cycles whose existence are
determined by the order in earlier rounds.

Lemma 3.13. For Example there is only one sequence of envy-reducing orders
starting with 1 <1 2. Furthermore, let X be the allocation created by Algorithm
from Example and this sequence. As 0 increases, the envy in the allocation approaches
0.

Example 3.14. m = dn for some fixed § € N and n = 2 with the valuation

T—x if x € [3]
v(z) = 44— 22;5(22%3) —21=r3 if = 2r for some r > 1
4= Y h_o(2%753) if x = 2r 4+ 1 for some r > 1

for both agents.
Note that Example uses an identical valuation for both agents.

Proof. To prove Lemma we show that after every round of Example there is envy
and that the direction of this envy alternates in every round. As there are only two agents,
this already uniquely determines the sequence of envy-reducing orders. We demonstrate
that this is the case for 1 <1 2, but it holds for 2 <; 1 analogously.

Formally, we show that the following equation holds for every r > 1:
v(XTT) —o(X5 ) = (-1t (3.6)

This implies that the sign of v(X]™!) — v(X3 ") alternates every round, which corre-
sponds to the envy edge alternating direction because the agents have identical valuations.
Furthermore, 21" approaches 0 as r approaches infinity, which satisfies the second part

of Lemma

To do this, we first consider the difference between any two resources that agent 1 and
agent 2 choose in the same round r € N. Observe that v is strictly in increasing on [m]
(with the natural order on [m]). By the greediness of both agents, the first resource chosen
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in a round r is 2r — 1 and the second 2r. The difference in their values depends on the
round. For r» = 1, it holds that v(1) — v(2) = 1, while for » = 2, it holds that

v(3) —v(4) =4 — (4 - 5(22—’“3) - 2”3) = 21773,
k=2

The latter difference is identical to the difference in all other rounds r > 2 as well, by the
following chain of equations:

v(2r —1) —v(2r) =4 — S(QQ—ks) —ol-r3 (4 — ZT:(22—’“3)> (3.7)
k=2 k=2
=223 _2ol=r3 =973 (3.8)

We now have the necessary components to prove Equation (3.6) by induction. For r =1,
observe that

(X7 —o(X5H) = 0(1) —v(2)
=1= (1)l

For r > 1, we use the following chain of equations and explain the relevant steps below:

o(X7TT) = o(X5T) = 0(X]) — u(X3) + o(ah) —v(ah) (3.9)
= (—1)r2! 7 4 (—1)rH2t T3 (3.10)
= (—1)rtal=r(3 — 21, (3.11)

Note that in Equation , we used both the induction hypothesis and Equation .
Additionally, we added the factor (—1)"*! to account for whether agent 1 or agent 2 chooses
first. To see why this holds, consider the case where r is even. Then v(X]) — v(X3%) >
0 by the induction hypothesis. Thus, in round 7, agent 2 chooses first, so the value
from Equation is prepended with a factor of —1. Vice versa if r is odd. O

It is even possible to combine both Example and Example such that the envy-cycle
appears in the last round and is determined by the choice of 1 <1 2. To do this, we take
the union of the resources from both examples. The high-level idea is to ensure that
the resources of Example are the ones chosen first. For this, we can add a constant
to the valuation of each resource from that example. This does not influence the envy,
provided that the valuations increase by the same amount. By adding a sufficiently large
value, all resources of Example are chosen first while the envy still approaches zero as
stated in Lemma In round 6 + 1, the agent choosing first is determined by the agent
choosing first in round 1. Now, as described in the proof of Lemma an envy-cycle is
created in round 0 + 2. The residual envy of Example does not interfere with this
process, by either using a sufficiently large d or by scaling the valuations of the resources
of Example This effectively scales the envy created in the last two rounds, overriding
any prior envy.

This does not answer the question of whether sequences of envy-reducing orders always exist.
It might be possible, especially with more agents, to combine Example[3.14/and Example[3.12|
in a way such that Example already limits the amount of candidates for an sequence of
envy-reducing order and then there is an instance of Example creating an envy-cycle
for each of these candidates. However, this remains pure speculation. Rather then further
exploring, whether sequences of envy-reducing orders always exist because of envy-cycles,
we continue in Section by eliminating them, as have done in Section However,
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3. Improving the Round-Robin Algorithm

this increases the complexity of the algorithm. Therefore, to gain an understanding of our
goal, its proof and the challenges with it, we continue to assume for the next section that
sequences of envy-reducing orders exist, allowing us to build an intuition for what this
implies for the allocations produced by Algorithm (3.2l

3.2.1 Intuition: Bounding Tolerance in Permutation Instances

With Constraint [if from the beginning of this chapter, we have seen how large differences
between the values of two resources can pose a challenge for finding t-tolerated EFX
allocations with non-near-trivial ¢. This has not changed with Observation In
arbitrary additive valuations, the gap between v(xgg) and v(z;?) can still be arbitrarily
large, leading to arbitrarily large envy and in turn enabling many resources to not eliminate

that envy when they are removed.

To demonstrate that Algorithm has the potential to be fairer in some regards, we
consider the following restriction on the valuations.

Definition 3.15 (Permutation instance). A permutation valuation is an additive valuation
where the values of the resources are a permutation of [m]. A permutation instance is a
fair division problem instance where every valuation is a permutation valuation.

It is currently unknown whether EFX allocations always exist for permutation instances.
Researching this existence might be a fruitful direction because permutation valuations
provide more structure to value of the bundles. Furthermore, if we were to find that EFX
allocations always exist for permutation instances, this might open up interesting directions
and interpretations for EFX on general non-degenerate additive instances. The reason for
this is that every non-degenerate additive valuation has exactly one permutation valuation
ordering the resources in the same order. Thus, studying allocations for corresponding
permutation instances might open up new perspectives on EFX. Furthermore, for some
non-degenerate additive instances, it might be possible to transform them into permutation
instances. One idea here would be to scale and translate the valuations so that all resources
are valued with natural numbers, and then fill up all ,,gaps“ to a permutation valuation using
dummy resources, which in turn are highly valued by dummy agents. Such constructions are
most likely not helpfull for all non-degenerate instances, but they might help to generalize
some results found on permutation instances. On the other hand, if we were to find that
EFX allocations do not in general exist for non-degenerate additive instances, then we
can interpret that the existence of fair allocations may hinge upon the valuations being
uniformly spaced. In conclusion, studying the existence of EFX on permutation instances
may be easier than in the more general additive case, while offering many directions to
extend or interpret these results.

We now discuss how large the difference between v(xgg ) and v(z;?) can become at most.

Here and for the rest of this section, we argue about the bundles and rounds as defined
in Observation [3.10, For permutation valuations, we find that this difference is bounded
by the amount of resources that are valued between the two. We refer to these resources
G ={z € m]|v) <v(z) < v(x;g)} as the gap. In Section we formally redefine
the gap, taking into account the envy-cycle elimination, but for the case where we have no
envy-cycle elimination, both definitions are the same.

Lemma 3.16. Let X be the allocation returned from Algorithm|3.2 given a permutation
instance and a sequence of envy-reducing orders. The envy between an agent i and some
other agent j is bounded by

v(X;) — 0(X:) < [G] + 1~ (R —1,).
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lre[RI1]2]3][4]5]6]7]
o(zf) [21 18171413 [4]1
o(zh) 201916 15| 7 |5 |2
o(er) [ 121110 9 | 8|63

Table 3.1: Example execution of Algorithm . Resources (identified by v;) mapped to
the agent that chose them over seven rounds.

Proof. This follows from Observation and the fact that v(a:;g) —v(z)?) = |G| + 1,
along with v(27}) —v(z]) < —1 for r > rg. O

Thus, to bound the envy, we first consider how large the gap might become. For this,
observe that |G| < (n — 1)ry, as all resources in G are allocated by the time i chooses
a resource in round r,. There are at most nr, — 1 resources chosen in total beforehand.
However, r4 — 1 of these are chosen by agent 7, and for every resource xj with r < rg, it
holds that

v(a}) > v(ay’),
by the greediness of agent i. By definition, these 7, — 1 resources are not in the gap, and
hence |G| < nry —1—(rg — 1) = (n — 1)ry. Another matter are the resources selected by
agent j in the rounds before r,. Of course, these can contribute to the size of the gap.
However, for a round r < ry where v(z}) < U(.CE;Q), it holds that v(z}) < v(a]) — 2, since
v(xl) > v(a:;g). So even though z7 contributes one to the size of the gap, it negatively
contributes to the envy v(X]) — v(X]) with a value of two. Of course, these negative

contributions may be balanced out by other rounds " < r, where v(ac;/) > v(x?l). However,

this is only possible if :U;’ ¢ G. Whether this has enough of an impact, so that there is an
instance for which the allocation produced by Algorithm as an envy after round r, with

U(X;ngl) — v(X:gH) > (n —2)ry + 1 constitutes one of the main questions of this chapter.

To get an intuition for why this holds, we consider an example for which this is exactly the
case in Table[3.1l This table displays the resources that the agents j, ¢, and k chose over
7 rounds. Note that the resources are identified via their value to agent i. This works since
v; = v is a permutation of [m] and is thus bijective. In this example, we are only concerned
with the envy from ¢ towards j and thus do not specify the other valuations, for which
there are multiple choices. One of the simplest approaches is to consider that the resources
which agents j and k£ chose are simply the ones valued highest in order. For example:
vi(v;1(21)) = 21, vj(v; 1 (18)) = 20, v;(v; 1(17)) = 19, and so on. Another aspect that we
have not specified directly is the sequence of orders (<T)T€[7], though for most rounds it is
implicit. We will now go through the rounds r € [7] highlighting the key aspects of this
example, and why it might be a candidate for an instance and execution with the maximum
envy and most resources not eliminating this envy. One perspective which may help and
which we have already started using a bit with the gap, is thinking of the resources [m] as
a sequence ordered descending by v. Specifically we consider which agent chooses what
resource from this sequence. For Table we do this, by looking at parts of the sequence
S, which is this sequence of resources mapped to the agent which chose them.

We start with the rounds r < r, while keeping in mind that our goal is to maximize envy.
The approach we choose here is to minimize v(X;?) — v(X;g) while maximizing the gap.
To maximize the gap, agent k only chooses resources that will later be in the gap. To
minimize v(X,?) — v(X;Q), j always chooses first if i is not currently envious of j, and the

47



3. Improving the Round-Robin Algorithm

resources that j chooses are the ones i currently values highest. So if we consider .S up to
Tg .y T . .
z;7, the sequence alternates between two ¢’s and j’s like so:

Tyt 00 Jy b0y ]
Furthermore, v(X7) — v(X]) alternates between 1 and 0.

In round rg4, agent j chooses first, then agent k, to make the gap larger by one, and finally
agent ¢. For S, the agents choosing l’;g , ng , and all the resources between them form the

sequence:

For the final rounds r > r,, we seek to minimize v(z}) — v(z7) for every round, as this
difference directly decreases the envy. Here we also want to consider one more aspect.
Recall that our final goal is to find small bound for ¢ so that Algorithm returns a
t-tolerant EFX allocation any permutation instance and sequence of envy-reducing order as
input. To get an intuition for this as well, as a secondary goal we think about how v values
the resources in X \X;g "1 guch that the maximum amount of resources do not eliminate
envy. Consider a resource z’; that does not eliminate envy when removed. Formally:

v(x}) < v(Xj) —v(X;).

We can reformulate this as

r'€[R]—r

In other words, whether a resource eliminates envy does not directly depend on its own
value, but on the value of z] and the envy created in the other rounds. The value of
only depends upon the other agents who choose resources ¢ values highly before ¢ chooses
in round r. Observe that in Table all agents up to round r when ¢ chooses have chosen
the n(r — 1) resources that i values most. Furthermore, since k <, i, k also allocates one
of the resource which 4 values highly, decreasing the value of v(z]) to its smallest possible
value. The other aspect, influencing whether 7 eliminates envy, is the envy created in the
other rounds. With Table we have thus far tried to intuitively maximize the envy. So
there is nothing obvious to be improved in that aspect

To continue with this for r > r,, we Table uses v(zj) — v(z}) = 1. This is the smallest
possible difference because i chooses before j due to the envy-reducing order. Together,
this results in the order k <, ¢ <, j, and the final part of the sequence S being:

"'7k7i7j7k7i7j'
7

of the last two rounds, it decrease this it to v(X;) — v(X;) = 4. Thus, there is only one
resource in X; that does not eliminate envy, which is v=1(1).

In total, the envy after round r, = 5 is U(X;ngl) — ’U(X-TQH) = 13 — 7 = 6, but because

This type of example can be extended to more agents and resources, with the generalized
upper bound for envy being

v(X;) —v( X)) S(n—=2)rg+1—-(R—ry)=(n—1)ryg— R+ 1. (3.12)
For the rest of this section, we describe the intuition behind the assumption that Algo-
rithm returns [%}—tolerant EFX allocations when given permutation instances along

with sequences of envy-reducing order. It is also possible to skip this last part of the section,
as all arguments are formalized in Section except for Lemma Nonetheless, it sets
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up the motivation behind some of the proofs of Section and establishes the assumptions
we make and why, one of which is the fatal one for this approach.

To consider which resource may not eliminate envy, observe that for Table all resources
in X;g 1 are not considered as they are valued at least at U(ac;g ). For those z%; with r > ry,
consider that for this example v(z7) = v(z}) — 1. We can use this to bound v(z}) using
the value of the resource chosen by agent ¢ in round r.

Lemma 3.17. Given any execution of Algorithm[3.2 on a permutation instance with a
sequence of envy-reducing orders, let x} be any resource chosen by an agent @ in a round r
at the start of which agent i envies another agent. It holds that

v(z]) >m—nr+2.

Proof. Recall that agent i greedily chooses the highest-valued resource under v in round r.
With m being the highest value in total, we consider how many of the highest-valued
resources may be chosen until agent i chooses in round r. For the first » — 1 rounds,
every agent may choose the current highest-valued resource under v, which totals n(r — 1)
resources. For round r, as agent i envies another agent, at most n — 2 agents choose before
agent 7. Together by the time agent i chooses in round r, at most the (nr—2)-highest-valued
resources may be chosen. Since i choses greedily it holds that v(z]) > m — (nr —2). O

If 2 does not eliminate envy, then we can string these equations together with Equa-

tion to get:
m—nr+1<ov(;) —1=v(z)) <v(X;)—v(Xy) <(n—1)ry — R+ 1.
Now, using r4 < r, this simplifies to
m—nr+1<(n—-1)r—R+1,
which we can rearrange to lower bound r:

m+ R
2n —1

<r.

Since this equation holds for all rounds r in which 27 does not eliminate envy, there can be
at most roughly %R such rounds. At least for these examples.

To generalize these results, we tried to reduce any allocation X created by Algorithm
given a permutation instance and a sequence of envy-reducing orders to Table 3.1 With
the abstract goal being to showing the following two claims which holds for the Table
for any such allocation X,:

(i) That Equation (3.12) gives an upper bound for any envy.

Tg

(ii) That all resources valued higher or equal than T,

eliminate envy.

Just as we did above, the idea would then be to leverage these claims, alongside an argument
T

showing it suffices to consider v(x ;

EFX allocation.

) = v(z])—1, to prove that X is roughly a (%%)—toleran‘c

This would improve the worst-case guarantee by showing that any permutation instance
has a t-tolerant EFX allocation for a smaller t. We already laid down the base case for this
with Example which we used to show that Algorithm [3.1] may produce allocations that
are not even [7*] — 3-tolerant. Note that Example is a permutation instance. Thus,

49



3. Improving the Round-Robin Algorithm

by showing that Algorithm produces roughly %%—toleran‘c EFX allocations, we would
achieve a significantly better fairness guarantee compared to regular round-robin.

We have now set up what we wanted to show, and roughly how we planned on going about
it. Let us now consider whether Claims [i to [ii are intuitive and reasonable. For Claim
we have already built an intuition using Table Here, it may be worth considering
whether there is some easy way to modify the example to increase the envy. The only
way to achieve this is to increase the gap by adding a resource of X;g into it. This then
hinges on the question of whether this is doable without decreasing v(X;g ) —v(X]?). By
considering Table again, one finds that this is not easily achieved. For Claim |ii| not to
hold, consider that we require a relatively small value in X;g , which drastically decreases
the envy. More formally, let 7 be a resource that does not eliminate envy when removed,
with 7 < r4. Let a be the difference between x? in this case and an example like Table
By decreasing the value of mjg. by a, we also decrease the envy after that round by about a.
The decrease in envy might be less than a because after round r, agent ¢ may not envy
agent j for a larger number of rounds. Thus, agent 7 may choose first for multiple rounds in
a row, potentially building envy up again a little quicker. Nonetheless, this strong impact
on envy is the reason why we assumed that this claim may hold.

This Claim |ii| is false, and in its place we initially used another claim: that there can be
resources in X;g that do not eliminate envy but only lead to a significant reduction in the
envy, which in turn leads to significantly fewer resources in X \X;g. This claim is actually
correct, and we will show that it holds with Lemma However, it no longer suffices to
show the claim that there are at most roughly % resources that do not eliminate envy, as
for this we would need to bound these kinds of resources in X;g . And this, surprisingly,
is not possible to a degree that would be an improvement upon round robin. We give an
example construction where ]X;g | — 1 resources do not eliminate envy in Section 3.3.4. The
main issue with why this was not more obvious was the implicit assumption that we need
to greedily maximize the size of the gap, as any envy created earlier disappears before it,
leading to a reduction in the final envy and fewer resources not eliminating that envy. But
if resources before the gap do not eliminate envy, we can push the gap-round to be in the
last round, which in turn increases the envy again.

We formalize the idea behind this in Section As a consolation, we are at least able
to bound the amount of resources that do not eliminate envy after r,. To do this, we first
show that Claim [i holds in Section Before we do all of that, however, we first have
to deal with the issue that we have been working on the assumption that we can find a
sequence of envy-decreasing orders. We begin the next section by circumventing this issue.

3.3 Envy-Reducing Round-Robin

In the last section we have motivated our assumption that using a sequence of envy-reducing
orders as input for Algorithm may produce roughly (Z*)-tolerant EFX allocations for
permutation instances. For this section we formalize these ideas and see in Section
where they break.

The first issue we take care of is having to find a sequence of envy-reducing orders as input
for Algorithm 3.2l We circumvent this by running envy-cycle elimination as discussed
in Section at the end of each round, until no envy-cycle remains. This way, at the
start of each round, the envy-graph of the current allocation is a directed acyclic graph.
Hence, we can use any algorithm computing a topological order to find an envy-reducing
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Algorithm 3.3: ENVY-REDUCING ROUND-ROBIN

Input: Number of agents n, number of resources m, and valuations (v;);c[y
Output: An EF1 allocation X

// Initialization
1 R+ [T
2 M «+ [m]
3 forall i € [n] do
4 LXZ<_®

// Main loop

5 forall r € [R] do

6 Compute an envy-reducing order <, for (X;);c[y
7 N < [n] ordered by <,

8 forall : € N do

9 if M # () then

10 T 4 argmaxX,c s vi(x)

11 M—M-=x

12 X+« X, +=x
13 Eliminate envy-cycles as long as they exist

order for each round? With this last augmentation, Algorithm is the final version of
envy-reducing round-robin that we discuss for the rest of this chapter.

Using envy-cycle elimination at the end of each round opens up a new issue. By running it
even once, the envy bound of Observation no longer holds in general, at least for the
current definition of 74, and the gap. Without Observation the envy is not bounded by
the difference of two resources, and hence we do not know whether an allocation produced
by Algorithm is guaranteed to be even EF1. In Section [3.3.1, we show that we can
extend the definition of 7, and the gap for this final algorithm Algorithm We show that
a bound similar to Observation exists for Algorithm [3.3| by an induction that follows
naturally from the augmented definitions we introduce. Since this approach works well, we
continue to use it to show some of the ideas of Section We start with Claim [i, which
we prove in Section [3.3.2] Using Claim [i we then prove in Section that there is a
upper bound (%1 + 1 for the amount of resources which do not eliminate envy, but only for
the resources chosen after the gap-round. In Section we even tighten this bound for
the cases where there are resources chosen before round r, which do not eliminate envy.

3.3.1 Redefining the gap

Let X be an allocation returned by Algorithm We do not yet restrict the setting to
permutation instances. Let agent i be an agent who envies agent j. In Section|3.2| we defined
r¢ as the last round r € [R] for which v(X7]) < v(X]), where X] = {z € X; | n(z) <r} by
Notation Using this, we split the envy v(X;) — v(X;) into

R
v(X;) = o(Xi) = v(X?) = o(X]) +u(@}?) —v(z?) + Y (v(eh) - v(a])),
r=rg+1

in Observation . For Algorithm (3.3| under these definitions, it still holds that U(X;g ) —
v(X;?) < 0. We now explore why v(z7) — v(x]) < 0 does not hold in general. To this end,

20bserve that we have seen in Section that the reverse order is used in a few round-robin variants. We
have also seen that this reverse order is a topological order with Observation and in this way an
envy-reducing order before we even introduced it.
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consider Example In this example, there are three agents along with six resources
distributed across two rounds. After the first round, agent ¢ envies both agent j and
agent k. Hence, the only restriction on <» is that ¢ chooses first, while j and k can be
ordered arbitrarily. For this example, ¢ <9 j <2 k is the order in the final round. The
crucial part is that even though i chooses greedily before j (and thus receives a higher
valued resource), at the end of the round, an envy-cycle forms between k and ¢ by the
same mechanism as in Example By Algorithm we eliminate this cycle at the end
of the second round by swapping the bundles of agent k and agent i. However, k, who
chose after i, did not choose the highest-valued resource under v;, and chose a resource
valued even lower than the one chosen by j in this round. Formally, agent k£ chooses the
resource {2,6}, though through envy-cycle elimination, they end up forming the bundle
X, valued at v(X;) = m + 0, which is valued less than v(X;) = h 4+ [ + 2, where h > m.
With the definition from Observation rg = 1 while U(QZ]Q) =1+1>0=uv(x2). Thus,
the argument of Observation stating that the envy is bounded by the difference of
only two resources does not hold for Example where Algorithm [3.3]is used.

Example 3.18. Agents i, j, k, resources [6], and the envy-reducing orders j <1 k <1 i and
Jj <921 <9 k, along with the valuations and allocations given by the following table:

y z € [m] [1] 2 | 3 [ 4 ] 5 |6]
n(z) 1 1 1 2 2 2
agent choosing x J k i i j k
agent ending up with = || j i k k j i
vi(x) h| m I+3 [ 1+2]|1+1]0
vg () O|h+2|h+1] h 0 |0
vj(x) 2 0 0 0 1 0

for h>m > L.

When an envy-cycle is eliminated, the value assigned to their own bundle increases for
all agents participating in the cycle. Consequently, the envy of all agents involved in the
envy-cycle elimination decreases, provided that the agents they envy are not part of the
cycle. In the this case, envy may actually increase, but not the maximum envy over the
instance, as every bundle received during the envy-cycle elimination was previously owned
by another agent. So even if the new bundle is envied more, this is only because some
other agent was like this before. Intuitively, we should expect an envy bound similar to
Observation to exist.

To see why this holds, we look closer at the limitation in the current definition of r,.
Intuitively, this round should be the last round in which the envy of i increases. However,
the bundle X might be entirely different from the bundle that agent ¢ actually possessed
at the beginning of round 7. Furthermore, as demonstrated in Example [3.18, 2} might not
be chosen greedily under v;. Hence, the defining property of the envy-reducing order fails
to provide a bound for z}. It is more intuitive to instead consider the actual bundles held
by agent ¢ in round r along with their actual choices.

We have implicitly relied on this perspective before: in Section and Section X7
was formally defined as {z € X; | n(z) < r}, yet we frequently interpreted it in prose
as “the bundle agent 7 held at the start of round r.” This ambiguity was harmless for
Algorithm [3.1] and Algorithm where both notions coincide. However, for definitions to
conform to the setting we are now in with Algorithm we have intentionally delayed the
formally defining concepts where it is necessary to differentiate the notions, such as rg or
the gap gap. Alternatively we have explicitly referenced what type of bundle is required.
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For instance, in Definition we utilize the symbol X but specify in the text that it
refers to the bundle type we formalize below.

Definition 3.19 (Historical Bundles). For ezecution of Algorithm|3.3, the historical bundle
H] C [m] is the bundle that agent i held at the start of round r. The historical choice
hi € [m] U {L} is the resource that agent i chose in round r, if such a resource exists.

For formal consistency, we set Hl-RJrl = X;.

Let us now consider how to properly replace the definition of 7, established in Observa-
tion [3.10l The round r, serves as the final round in which envy is generated, essentially
bounding the envy by the value of two resources chosen during that round. Thus far, we
have achieved this by selecting the maximum round r € [R] for which v(X7) < v(X]) holds.
Through Example we have seen that using the round-restricted bundles as defined
by Notation for agent ¢ no longer suffices under Algorithm which motivated the
introduction of historical bundles. Consequently, we have two contenders for redefining r,.
We can either retain the round-restricted bundle for agent j, meaning r, is the maximum
round r for which v(X7) < v(H]') holds, or we can use historical bundles for both agents,
meaning it is the maximum round r for which v(H}) < v(H]') holds.

To determine the appropriate bundle type for agent j, we must consider which concept is
more critical: the actual bundle that j holds during a specific round, or the bundle that j
holds at the termination of the algorithm (which may have been passed between different
agents during execution). The historical bundles for j can vary widely in value. If r, were
defined as the last round at the start of which i does not envy j (v(HJ) < v(H])), then even
after an envy-cycle elimination after r, the new bundle received by j is highly valued by
1. However, it would remain ambiguous whether this high valuation stems from resources
chosen before or after r,. While it might be possible to derive an alternative bound using
this formulation, we do not pursue it further because retaining the round-restricted bundles
provides a clearer appreach. Specifically, if ry = max{r € [R] | v(X]) < v(H])}, we
maintain the invariant the X; restricted to round r is higher valued than H]. Even if the
bundle is not owned by agent j, who ever does own it, choses after agent ¢ for all round
after ry, by the envy-reducing orde With these structural choices explained, we formalize
the definitions of the gap round and the gap.

Definition 3.20 (Gap). Let X be an allocation returned by Algom'thm and let agent i
be an agent who envies agent j. The gap round 14 € [R] is the mazimum r € [R] for which
v(X}) <w(H]). The gap is the set

G={ze[m]|vh) <v(z) < v(:vgg)}
With these definitions established, the goal of this subsection is to prove an analogue of

Observation for Algorithm The first step towards such abound is the following
lemma.

Lemma 3.21. Let X be an allocation returned by Algorithm[3.5, with historical bundles
(H{)(i,ryen)x|r] and historical choices (hf)@remx(r- For any agent i who envies an

agent j, and with r4 defined as in Definition it holds that

R
v(X;) —v(X) < o(X) —uEHTY + Y (u(ah) — u(hD)),
r=rg+1

where v(z}) — v(hi) < —¢ for all r > ry, where € = ming ye(m) 2y [V(2) — V(Y.

3This definition has the added benefit, that the original definition of X has merit, as otherwise it would
have made more sense to use the historical bundles throughout Section and Section as well.
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To prove Lemma [3.21] we work with both round-restricted and historical bundles. The
following are some simple but useful observations regarding both bundle types.

Observation 3.22. Let X be the allocation returned by Algorithm along with the
historical bundles and choices (H{')(; pyein)x[r] @@ (h])(iryem)x[r]- Then for every i, j € [n]
and r € [R], it holds that:

(i) If there exists no envy-cycle in and after some round r, then X = H] and x} = h}.
(i) X[ = X; = HI"!

(iii) X} = 0= H}

(iv) X +af = X]H
(v) vi(HI) +vi(hf) < vi(H[T)

(vi) vi(XJT) = v (H] ) < 0i(X]) — oi(H]) + vilaf) — vi(hy).

Note that Observation liv|does not hold for historical bundles as H] +h; is not H; +L1if there
is an envy-cycle elimination involving agent i. Observation |v|is in a sense the replacement
we use for Observation [iv| on historical bundles, but it only work for the valuation of the
owner of the bundles. So v;(H! + hl) < v;(H; ') in general does not holds, which a more
formal expression of the reason we gave for using X7 in the definition of the gap round in
Definition [3.20

Proof. Observations i to [iv] follow directly from Notation [3.3] and Definition To see
why Observation |[v| holds, consider whether an envy-cycle elimination occurs at the end
of round r that involves agent i. If not, then H + h! = H/*'. If such an elimination
does occur, then because every agent involved in an envy-cycle strictly improves their
allocation, it holds that v;(HF +hl) < v;(H! ™). The claim then follows from the additivity
of the valuations. Finally, Observation |[vi follows directly by combining the two preceding
claims. O

Observation |vi| constitutes the primary argument used in most inductive proofs throughout
the remainder of this thesis, beginning here with the proof of Lemma

Proof of Lemma3.21. We proceed by induction on r using the following induction hypoth-
esis:

V(X[ —o(HT) < o(XJT — (] + Z — (k) (3.13)
T —rg+l

for all » > r,. To prove Lemma we mamly show that Equation (| ) holds.
Furthermore, we need to prove that vl( ") <wi(hl') for all ' > r,. This follows from the

use of envy-reducing order as long as 7 is envious of the agent which has X]’fl at the start of
of the round 7. This is given by the definition of r,.

We now show that Equation 1D holds. For the base case r = r, it holds that:

o(XP) —o(H]Y) < oD — @) + 0.
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For the inductive step, let r > r,. Applying the induction hypothesis Equation (3.13)
alongside Observation [vi yields:

v(XGHY) = o(H] ™) < o(X]) = w(H]) + v(f) — v(h’")

rg+1 o +1 T r r
<o(X;7) —o(H ) + Z ) —v(h})) + v(@}) = o(hf)
r’—rngl
= o(X[) —o(E]) + Z ) —o(h})).
rngl
[

To find the analogue to Observation we further extend Lemma using Observa-
tion |vilalong with the fact that U(X;g) —v(H;*) <0 by definition of .

Corollary 3.23. Let X be an allocation returned by Algorithm 3.3, with historical bundles
(H])(ir)em)x[r] and historical choices (hf)ryemix[r]- For any agent i who envies an
agent j, and with ry defined as in Definition|3.20, it holds that

R
v(X5)—v(Xi) < v(X7)—v(H")+o(@)—v(B)+ > (v(ah)—v(hi)) < v())—v(h;?).
r=rg+1

Note that the two resources x;g and hzg are chosen in the same round, with h:g selected
greedily under v. Thus, we have obtained an analogous bound to Observation The
key differences are that X;g and a:;g do not necessarily correspond to the bundle and choice
of agent j in round 74, and that we utilize an inequality (<) instead of an equality (=) to
bound the envy due to potential envy-cycle eliminations. In the absence of envy-cycles,
Lemma reduces exactly to Observation [3.10l As with Observation this result
applies directly to permutation instances.

Corollary 3.24. Let X be an allocation returned by Algorithm[3.3 given a permutation
instance. For any agent i who envies an agent j, and with vy defined as in Deﬁnitionm
it holds that:

v(Xj) —v(Xi) <[Gl+ 1= (R—rg).

3.3.2 Bounding Envy and Envy Potential

For permutation instances, the envy between agents ¢ and j mainly depends upon the gap.
The gap is created by other agents choosing a continuous sequence of resources from [m)]
ordered decreasingly under v;, and some agent which choosing the last resource xgg from
before this sequence. We have also seen that using induction combined with Observation
was a simple way to show Lemma In this section, we aim to bound the envy for
permutation instances and show that Claim [i holds in a similar manner. To do this using
induction, we use an invariance which bounds both envy and the maximum size of the gap
in every round. The following definition is what we use to bound the latter.

Definition 3.25 (Envy Potential). Let X be an allocation created by Algorithm 3.5 with
the history function n. Let ¢ be an agent which envies j. Then we define the envy potential
at the beginning of a round r as:

[Pl =z € [m] [ n(z) <rAvi(z) <1}

where T = max vi(y) is the value of the unallocated resource that i values highest.

y€[m]n(y)>r
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One way to think about PJ, is to consider [m] as a sequence ordered descending by v;.
Going from left to right, the resource with value 7 is the leftmost unallocated resource,
partitioning the sequence into those left and right of it. All allocated resources to the right
of it are part of the set that forms the potential. Essentially, v~1(7) is a candidate for azgg .
So the gap is never larger than the amount of resources to the right of it, plus the resources
chosen in round r, by the agents [n] — ¢ — k, where k is the agent for which a:;g = h;g .

Formally, this gives the bound G < |PZ/| + (n — 2).

Envy and envy potential influence each other. In any round r < 74, it might also happen that
v(z})—1 > v(h]). As we had it with the gap, by the greediness of 7, this can only be because
of some resource = € [m], chosen before i and valued such that v(z}) > v(z) > v(h]).
Note that either € P} or n(x) = r. In any case, © ¢ Py since for the 7 of Pj"", it holds
that v(h]) > 7 and thus v(z) > 7. We refer to the potential being actualized, as the envy
only increases because the potential increases by less than possible in that case or even
decreases. Note also that potential does not always need to become envy. In fact, if for
some round r there is an x € Pf where v(h]) > v(z) > v(z}), this negatively contributes
to the envy. However, we do not really discuss these cases, as our goal is to find an upper
bound for the envy potential and envy. We have seen that both values influence each other.
Thus, we bound the sum of both. To shorten this common term, we often use the following
notation.

Notation 3.26. EP" = v(X]) — v(H]) + |Pg|.

Note that neither EP" nor actually Pp reference ¢ or j. This is because for the rest of the
thesis we only consider those concepts for the two agents and have therefore left out these
indices.

To bound the value of this expression, we first consider how it changes from round to round.
Essentially, the goal is to find the smallest possible ¢ € Ny for which it holds that

EP™" < EP" +ec. (3.14)

On a round-by-round basis, this depends on whether i or the agent currently owning X3
chooses the larger-valued resource. This occurs for two reasons: First, it directly influences
the envy, but more importantly, it influences the potential. For instance, if v(z7) > v(h]),

A

: +1
% is not part of Py’

then x
Lemma 3.27. For any allocation X along with the historical choices (h;)(i,T)e[n]X[R]
computed by Algorithm for a permutation instance, it holds for any r € [R] that

1. ifv(a}) <w(hj), then c <n -3,

2. if v(x}) > v(h]), then c <n —1
for the ¢ given in Equation (3.14).
Observe that if ¢ envies X7 at the start of round r, then by the envy-reducing order, only

v(hi) > v(z}) and thus the first case is possible. If i does not envy X7, both cases are
possible.

Proof. We begin this proof by laying out some groundwork before differentiating the two
cases. First, we use Observation |vi of Observation to bound the change in envy by
the resources chosen in round 7r:

EP™ = (X7 —o(H ) + PR (3.15)
<o(X7) +v(z)) —v(H]) —v(hi) + |Pg| + dp (3.16)
= EP" +v(z}) —v(hi) +0p (3.17)
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3.3. Envy-Reducing Round-Robin

where 6, = [P\ Py| — |Ph \ Pitt| is the size difference of the potential. Thus, we
find the smallest bound for ¢ for which Equation (3.12) holds by finding the maximal
value achieved by v(z}) — v(h]) + dp. We have already discussed below Lemma that
resources chosen by ¢ are not part of the gap. By the same argument, they are also not part
of the potential. Since at most n resources are chosen in a round, §, < (n —1) —0=n— 1.

Let us now consider the first case, where v(z}) < v(hj). To argue about the change in
potential, it is helpful to refer to the agent that is in possession of the bundle X7 at the start
of round r. So let k be the agent for which X7 = Hy. Here, there are two cases: either the
resource that & chooses in round r is not part of the potential PEH, meaning the potential
increases by at most n — 2, or it is part of the potential, and we may have that the potential

increases by n — 1. However, for this to be the case, v(x;) is small enough, increasing

the difference between the values of the two resources. Formally, if hj, ¢ PEH, then
| P\ PRl < n—2holds, and thus v(2}) —v(h])+6p < =1+ (n—2) =n—3. If hj, € P5™,
then v(hy) < maxye(m)v(y)>r v(y) =7 < v(h]), and thus v(z}) = v(hj) < v(h]) —2. Hence,
it does not matter that the change in bundle size might be the maximal dp < n — 1, as
together

v(x]) —v(hi) +p < =24+ (n—1) = (n—2).

Let us now consider the other case, where v(z7) > v(h{). Recall that i picks greedily. Our
goal is to use this to argue that if the difference v(z}) — v(h]) is greater than one, this
is only because the potential is actualized, and this missing potential is just the same as
the increase in envy. We start by defining this extra envy a = v(z}) —v(h{) —1 > 0 and
the resources of the potential that are actualized A = {z € [m] | v(h]) < v(z) < v(z})}.
For permutation valuations, it holds that |A| = a. We now analyze the relationship of
both values to the envy and potential. We start with the observation on the potential that
AN PEH = (). This holds since all resources in A are valued higher than v(h]) > 7. We
then split A into the resources A—, = {z € A | n(z) = r} chosen in round r, which will be
those we do not add to the potential, and A<, = {z € A | n(z) < r}, which will be those
we remove from the potential.

Formally, we show | Py \ Ph| < n—2—|A_,|. At most n resources are chosen each round,
which may potentially be added to the potential. However, as seen before, h] is never
part of P}T;l, as all resources in the potential are valued lower than the highest-valued
unallocated resource under v. Since ¢ chooses h] greedily, this is never the case. It is also
not the case for x7, as it is valued higher than h;. For all resources in A—,, we have seen
that they also do not belong to the potential by the same argument. Furthermore, it holds
that |Pg \ Pytt| > |A<,|, as all resources in A, are part of P}, since they are valued
lower than v(z7) while not being part of ngl. We now put everything together to find

v(@}) —v(hi)+dp<a+1+4+n—-2—|Agy|—[Az|=n—-1+(a—[A)=n-1

3.3.2.1 Bounding Envy and Envy Potential over Multiple Rounds

This section has two main results. First, with Corollary we show that Claim [i
of Section holds. Second, using Corollary [3.29, we provide a practical bound for the
envy in allocations produced for permutation instances by Algorithm [3.3]via Theorem [3.30!
The following lemma is the main work of this section, enabling both of the aforementioned
results.

Lemma 3.28. Let X be an allocation returned from Algorithm 3.3 given a permutation
instance. Then for every r € [R] 4 0, it holds that

EPl < (n—-2r+1
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where EP™T! refers to the sum of envy and envy potential between any two agents.

Let i be an agent envious of j in such an allocation. Using the definition EP™! =
U(X;Jrl) —o(H ) + | P along with |PRT| > 0, it follows that (n — 2)r + 1 is an upper
bound for the envy.

Corollary 3.29. Consider an execution of Algorithm[3.5 on a permutation instance that
returns the allocation X along with the historical bundles (H]) (e |r)- Let i be an agent
envying j in X. It holds for all v € [R] + 0 that

U(X;H) —v(HT) < (n—2)r + 1.
With this, we can bound the total envy for permutation instances.

Theorem 3.30. Consider an execution of Algorithm[3.5 on a permutation instance that
returns the allocation X. Let i be an agent envying j in X. It holds that

v(X;) —v(X;) <(n—1)rg+1—-R

for 4 as defined in Definition |3.20.

Proof. To see that this holds, combine Corollary with Lemma to form
R
0(X;) = o(Xe) <o) —o(HP) = 3T (w(ag) — (k)
r=rg+1

<(n-=2)rg+1—-(R—rg)=(Mn—-1ry+1—-R.
O

We spend the rest of this section proving Lemma [3.28] The term r(n — 2) hints that this
can be done by combining the two cases of Lemma An argument which further
motivates this is, that every time we use the higher bound ¢ < n — 1, the envy from agent %
to the agent currently holding the restricted bundle of X; increases, since v(z}) > v(h]).
Once this envy is positive, by the envy-reducing order, i chooses first, and thus we are in
the case where ¢ < n — 3. So in the worst case, we might assume that we experience the

both cases of Lemma each in roughly % rounds, which explains this bound.

This is essentially what we are going to do, though first we start out with only a proof
attempt for Lemma We then analyze where and why it fails and adapt the approach
for the real proof.

Lemma strongly favors induction proofs. So let us try to show the main claim
EP™ < (n—2)r+1 (3.18)

directly for all € [R] + 0 by induction over r. For this attempt, we only show steps that
lead to the issues in the proof. Thus, we skip the induction start. For the induction step,
we utilize Equation (3.14) to show

EP"T'<EP +c¢<(n—-2)r—1)+1+c

The difficult case is if v(z}) > v(h]). Here, we only have the guarantee that ¢ <n — 1. For
¢ =n — 1, this only suffices to show

EP™™ < (n—2)r+2.
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Looking back at the intuitive idea of this proof, this may make sense. In this proof, there
should be some step where because of the envy, the case v(z}) > v(h{) does not happen.
Thus, the most probable first assumption is: if EP™*! = (n — 2)r 4 1, then there is envy,
and thus we do not have to consider ¢ = n — 1 for this case. Hence, we add this to the
induction hypothesis, resulting in the two cases:

(i) EP™ < (n—2)ror
(ii) EP™! = (n —2)r + 1, and at the start of round r + 1, i envies X;H.

Using Induction Hypothesis i it is possible to show Induction Hypothesis |ii However, we
need to show Induction Hypothesis |ii as well. Here, the challenging case is once again
v(x%) > v(hj) with ¢ = n — 1. Consider what happens when EP" = (n —2)(r — 1) and

v(m}") = v(h])+ 1. Then, the envy increases by only 1, while the potential may increase by

n — 2. Since now EP™ = (n — 2)r + 1, we need to show that i envies X;H, but as the
envy increased only by one. For this to be the case, it is required that v(X7) > v(H]). It
is probably clear by now that it might not be the most productive approach to add a third
induction hypothesis claiming that if

EP™ = (n —2)r, then v(X}) > v(H]).

If we proceed with ¢ = n — 1, we will run into the same issue once again. To get ahead of
this infinite regress in the argumentation, we instead abstract these induction hypotheses
into:

(i) EPT™' < (n—2)r+1and
(ii) if EP™ = (n — 2)r —a for a € Ny + (—1), then U(X;H_l) —v(H™) > —a.
However, using Notation Induction Hypothesis [ii| simplifies to
[P < (n—2)r,

which is simply false. Consider for instance r = 1: if all agents of [m] — ¢ contribute
to the potential in this round, we have |PZ| = n — 1. Though as we have seen in the
proof of Lemma for v(hj) > v(2%) and $J1 € P2 to be the case, it is required that
v(x%) < v(hi) — 2, somewhat diminishing the envy by one more than is required from
v(hi) > v(zf). If :B]l should persist in the potential for multiple rounds, this diminishes the
envy even more. Thus, our initial approach was to consider these negative contributions
to envy as ,waste* and thread them into the induction hypothesis somehow. Generally,
this makes sense. If there is some other negative contribution to envy, then the two cases
of Lemma do not need to appear in a 50/50-split, as more rounds where v(z7) > v(h{)
may exist to balance out the ,wasted envy“. We were even able to express EP"t! by the
waste and the number of rounds spent in either of the two cases of Lemma However,
tying this back around to show that if EP™! = (n — 2)r + 1 holds, then i envies X;H,
was not successful. Partially because there might be envy-cycle elimination in any round,
reducing the envy. We found a better way through the perspective that the potential
can only be higher than (n — 2)r if the envy is negative. This forms the idea behind the
induction hypothesis we end up using to prove Lemma

Proof of Lemma|3.28. We show this lemma via induction over r € [R] + 0 of the following
hypothesis:

(i) EPrt < (n—2)r+1

(i) if |Pp™| > (n — 2)r then U(X;H) —o(HT) < (n—2)r — |PH.
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First, we show that Induction Hypothesis [ii implies the first hypothesis that we added in
the failed approach, that being that if EP™! < (n — 2)r + 1, then agent i envies Xj’7+1.
The first step towards this is to reframe it as follows:

if |PL > (n = 2)r then EP™™ = |[PpH [+ o(X[H) —o(H ™)) < (n—2)r.  (3.19)

By contraposition, if EP™*! = (n—2)r+1, then |P5"!| < (n—2)r and thus, by Notation
U(X]H_l) —(H[ ™) > 1, i.e., i envies the agent in possession of bundle X7,

We now perform the induction, starting with » = 0. Both induction hypotheses hold here
since

EP'=0<(n—2)0+1, and P, < 0= (n—2)r

For r > 0, we show both hypotheses hold for both cases of Lemma We start with
Induction Hypothesis [il and the easier case, v(h}) > v(z}). By Lemma along with
Induction Hypothesis|i, it holds that

EPPT'<EP +c<(n—-2)(r—1)+1+n—-3)<(n—-2)r+1.
For the second case, v(z}) > v(h]), if EP" < (n —2)(r — 1), it holds by Lemma that
EPTL<EP +c<(n—-2)(r—1)+(n—-2)=(n-2)r+1.

To show that EP" < (n—2)(r — 1) holds, assume it does not, i.e., EP" = (n—2)(r—1) +1.
Before starting the induction proof, we showed using Induction Hypothesis [ii that in this
case ¢ envies X7, thus, by the envy-reducing order, ¢ chooses before the agent owning X3
chooses. This is a contradiction to v(z}) > v(hj). In conclusion, EP" < (n —2)(r — 1)
holds along with Induction Hypothesis [i for this and thus all cases, provided we can show
that Induction Hypothesis [iil does so as well.

To show Induction Hypothesis , assume that [P5t| > (n — 2)r. We need to show that
U(X;H) —v(HTY) < (n—2)r — [Py, We approach this as before by splitting the
difference of the bundles using Observation |vi| of Observation enabling us to use the
induction hypothesis. To do so, however, we first introduce the helper variable

a=FEP" —(n—-2)(r—1)=v(X])—v(H])+ |Pg| — (n—2)(r —1). (3.20)
With this, we can now reformulate the envy as

(X7 — o(H ) < o(XF) = o(H) +v(a}) - v(h]) (3.21)
=(n—2)(r—1) = |Pg[+a+wv(z]) —v(hi). (3.22)

We now differentiate between the two cases of Lemma 3.27}7 beginning with v(h;) > v(z7}).
We extend Equation (3.22) further. To do this, we utilize the facts that

o |PL —|Pg| < (n— 1), or equivalently —|Pg| < (n—2) + 1 — |P5tY|, and
o v(z}) —v(h]) < -1
to find
(n—=2)(r = 1) = |Pp| +a+v(@}) —v(hi) < (n = 2)(r) = [P+ 1 +a— 1.
Thus, ’U(X;—H) —o(H™) < (n — 2)r — |P5tY + a, which suffices to show Induction

Hypothesis [ii provided a < 0.
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To complete this case, we need to consider a > 0. We start by showing that this is
only possible for very specific values of |Ph| and |Pp|. First, observe that since |Pg| >
(n —2)(r — 1), then by Equation (3.19) that EP" < (n — 2)(r — 1). Thus,

a=FEP" —(n—2)(r—1)<0. (3.23)

What we are actually concerned with is the contraposition: a > 0 implies that |Pp| <
(n —2)(r —1). Recall that we assumed |Pitt| > (n — 2)r 4 1. Thus, the equation

(n—2)r + 1< |Pp™| = |Ppl+ 8, < (n—2)r + (n— 1)

holds only if [Pp| = (n—2)(r — 1), |[P5™| = (n — 2)r + 1, and 2% € Pg"". This last
property follows from the fact that the resources chosen by every agent in [n] — i in round r
contribute to the potential set, as otherwise at most (n — 2) resources are added.

We now have very strict values for the envy potential, which we will use to finish the
proof for this case. However, from the fact that z € ngl, we derive one last necessary
equation. As we did in the same case—and subcase—of the proof of Lemma we find
that v(z}) <7 <wv(h]), and thus

v(x}) —v(hi) < =2 (3.24)

We can now string together a chain of equations, showing Induction Hypothesis |ii. Below,
we mention the arguments used in the relevant steps. It holds that

o(XJHY —o(H] ) < o(X]) — v(H]) 4 v(af) — v(hy) (3.25)
< EP" —|Pg| -2 (3.26)
<(n-2)r—=-1)+1-(n-2)(r—1)—-2=-1 (3.27)
=n—-2)r—(n—-2)r—1 (3.28)
= (n—2)r —|Pg"| (3.29)

where for

e Equation , we used both Notation and Equation ,

« Equation (3.27), we used Induction Hypothesis|i and the fact that | Pp| = (n—2)(r—1),
and

o Equation 1} we used the fact that |P"!| = (n — 2)r + 1.

With this, the case v(hi) > v(z}) is complete, and we turn to v(z}) > v(h;). To show
Induction Hypothesis |ii| for this step, we extend Equation . To do this, we bound
the value of a and express the change in envy, similar to our approach in the proof of
Lemma for this case. We begin with the change in potential, which is expressed by

the equation
| PR < [P[+ (n = 2) = (v(@]) —v(hi) = 1). (3.30)

This holds because h] is chosen greedily, and the only reason for it to be valued lower
than v(x’;) — 1 is that envy is actualized. We used essentially the same argument to show
the exact same case of Lemma This also enables us to bound a, as the potential
increases by at most (n — 2). Recall our assumption that |Pp™| > (n — 2)r, which implies
that |Pp| > (n — 2)(r — 1). Using Equation (3.23), we have already seen that a < 0 holds.
However, we are going to require that a < 0 to cancel out the —1 of Equation (3.30)).
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3. Improving the Round-Robin Algorithm

We achieve this by using the fact that v(X}) —v(H]) < 0, as 27 is chosen before h;.
Substitution into Equation (3.20) yields

a=v(Xj)—v(H])+|Pp| - (n—=2)(r—1) <0+ (n—-2)(r—-1) - (n—2)(r - 1).
With a < —1, together with Equation (3.30), we can complete Equation (3.22) to

(n—=2)(r —1) = |Pg| — a+v(z}) — v(h)
<(n—2)(r — 1)~ [PE + (1 — 2) — (&) — w(B) — 1) — a+ v(a?) — o(h])
(n—2)r— \PEH\ +1—-a<(n—2)r— ]P]g+1|.

Thus, we have shown that all induction hypotheses hold for both cases. O

Using Induction Hypothesis [i and Induction Hypothesis [ii, we can make the following
observation:

Observation 3.31. If at the start of a round r of Algorithm it holds for two agents i, j
that
EP™ = (n—2)r+1,

then agent © envies agent j.

3.3.3 Attempting to Bound ¢-Tolerance

This section would have been the main part where we show that Algorithm given a
permutation instance, returns a t-tolerant EFX allocation for ¢ > [£]+1 and even t > [£]
for the right instances. Instead, we only show parts of it and motivate why it does not
always hold.

To this end, let ¢ once again be an agent envying another agent j. Instead of bounding the
total amount of resources in X; that do not eliminate envy, we bound &, which we define
as the amount of resources in X \X;g 1 that do not eliminate envy. Furthermore, let us

define the set of resources not eliminating envy chosen, before the round r,
R={re€lrg—1]|v(z}) <v(X;) —v(Xy)} C[ry — 1],

which we will not be able to sufficently upperbound. There are different bounds for x
depending on |R|. In Section[3.3.3.1, we consider the case where |R| = 0. In Section
we consider the case where |R| > 0. Both cases share some common groundwork, which
we provide now.

We start out with the simplest bound for x, which is

k< R—rg. (3.31)

This bound does not sufficiently restrict x for small r,. Thus, we seek to find a second
bound, preferably one that bounds ~ tighter for small r,. So what happens when r,
is small? The gap round is earlier, thus the gap and in turn the envy is small. Recall
Theorem to formally see why. For smaller envy, fewer resources in X; are valued small
enough to not eliminate it when removed. This motivates that the second constraint for x
is based on the following equation, which holds for all 2% with r > 74 that do not eliminate
envy when removed:
v(r}) < v(Xj) —v(X;).
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3.3. Envy-Reducing Round-Robin

We are going to further bound this equation from both sides. On the right, if |[R| = 0,
we use Theorem while for |R| > 0, we first need a bound for envy in that case. On
the left side, we are going to construct a lower bound for ’U(iL';), resulting in a chain of
equations which is required to hold for any round r € [R] where z’; does not eliminate envy.
We can then use this constraint along with the fact that R > r > ry and r € N to upper
bound the amount of rounds for which this set of constraints may hold, which forms the
second upper bound for .

The proofs we present in both Section and Section use this new bound for
k. In both cases, we show that there is a constant 7’ such that if r, > r/, Equation (3.31)
becomes tight enough to sufficiently bound r, and for the case where r, < 7/, the new
bound bounds k sufficiently tightly. Though we do not do this in any of the proofs, the
value of r’ can be found by considering for what 4 both the new equation and the simple

Equation (3.31) become tight.

As mentioned, as part of the proof, we lower bound v(z}). Of course, initially v(z7) might

be any value in [m]. However, the value v(h]) might not, as agent i chooses it greedily.
We even already showed a lower bound for v(h]) with Lemma for Algorithm For
Algorithm the proof does not change, so we use it again in this section. Now consider
that if v(z7) is some low value while v(h]) is valued higher as it is lower bounded, the
total envy is lower than Theorem [3.30l This is because we worked with the upper bound
v(z}) — v(h) < —1 for the difference in the value of the resources. Imagine that after the
execution of Algorithm we alter the instance we used as an input, replacing the value

of v(z) with any other value. This never changes whether z” eliminates the envy when
removed or not.

J J

Lemma 3.32. Let X be an allocation produced from an additive instance using Algo-
rithm . Let i be an agent envying j. Then, for every resource x; € X, it holds for any
additive valuation u with

vi(z) = u(x) if v # x;

that x; eliminates envy under u if and only if it does under v;.

Proof. As always, we set v = v;. Observe that

() <o(Xj) —v(Xi)
S0 < ’U(Xj — .Tj) — U(XZ)
S0 < U(Xj — l‘j) — U(Xl)
su(r;) < u(Xj) —u(X;).

O]

We leverage this property to show that, to bound k, it suffices to consider a simpler
valuation.

Definition 3.33 (Post-gap normalized function). Given an allocation X where i envies
J with the gap round vy, and a history function 7, the post-gap normalized valuation
w: [m] — [m] is defined by

u(z) = {vi(h?(x)) -1 ifn(x)>rgheeX; '

v () otherwise
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3. Improving the Round-Robin Algorithm

Note that a post-gap normalized valuation is not necessarily a permutation valuation.
Hence, we must be careful not to accidentally use any argumentation that only works for
permutation valuations. Note, however, that the most important parts of the permutation
valuation are kept intact. Every value for every resource from before and inside of the gap
round is kept the same. Furthermore, having the difference v(h) — v(z}) = 1 is something
that may happen with permutation valuations naturally as well. With Table we saw
an example of this in Section

Also note that when we use a post-gap normalized valuation, this potentially changes more
than just one value, as was the case in Lemma 3.32. Using such a valuation does not
decrease the envy, allowing us to show that at least one direction of Lemma remains,
which suffices to bound &.

Lemma 3.34. Let X be an allocation computed by Algorithm|[3.5 where i envies j, and
rg is the gap round. For any r > rg, if 27 € [m] and v(2}) < v(X;) — v(X;), then
u(z}) < u(X;) —u(X;).

Proof. First, we show that u values every resource in X; greater than or equal to v. For
all resources chosen before or during round rg4, the values remain unchanged. For a round
r > rg, by the envy-reducing order, i chooses greedily before the agent that holds X7.
Thus, it holds that:

v(r}) < v(hi) — 1= u(z}). (3.32)

Now assume that v(27) < v(X;) — v(X;). We use an argument similar to Lemma By
Equation (3.32) combined with the fact that v(X;) = u(X;), it holds that

0 <v(Xj—a%) —v(X;) < u(X; — %) — u(X;).

Applying the additivity of the valuation, this result yields u(2}) < u(X;) — u(X;). O

By Equation , the envy from ¢ might be larger under u than under v;. Since we
need to bound the envy to bound x, this needs to be taken into consideration. However,
the increase in envy under a post-gap normalized valuation still remains below the upper
bound we found for permutation valuations.

Lemma 3.35. For any allocation X computed by Algorithm|3.3 on a permutation instance,
for an agent i envying an agent j with gap round r4, it holds for the post-gap normalized
valuation u for v; that

u(X;) —uw(X;) < EP"9t — (R —ry),

where EP"st s the envy and envy potential under v;.
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3.3. Envy-Reducing Round-Robin

Proof. To see that this holds, consider the resources that have a different value under w.
We explain the other relevant steps below:

u(X;) —u(X;) =0+ v(X;) ) + E: v(z})) (3.33)
r>rg+1
1 1 1 & d
S’PE/‘Q—F | + U(X;'g"‘ ) T‘g"‘ + Z —v h:)) + Z (U(l’;) — 'U(-’E;))
r>rg+1 r>rg+1
(3.34)
T>T‘g+1 r>7"g+1
<EP™! 4 }: 25) —o(h})) = EP"™T — (R —ry), (3.36)
r>rg+1
where

o Equation 1} follows from 0 < | Py +1] and Lemma
« Equation (3.35) follows from Notation and
« Equation (3.36) follows from Definition [3.33,

O]

With this, we have everything required to show the second bound for x with a dependence
on EP"sT! as this changes depending on the two different cases described at the start of
the section.

Lemma 3.36. Let X be an allocation computed by Algorithm for a permutation
instance. For an agent i envying agent j with EP s+t < (n — 1)ry — e for some e € Ny, it

holds that

m+R+e—n+1
kK< R-— + 7y
n

Note that e = r4 — 1 is the case for |[R| = 0, while for |R| > 0, we determine e in
Section . Also recall that Equation becomes less tight for smaller 7,4, while
the bound given by Lemma does get tighter for smaller r;,. Thus, we can use both
together to bound x more effectively.

Proof. To bound k, we are going to consider some round 7, + o for some offset o € N
where ZL‘;Q *° does not eliminate envy. We know that ry + o is a natural number and that
rg +0 < R. We now find some lower bound [ < 74 + 0, as then we can bound

k< R—-1+1.

To find this bound I, we use a chain of equations. We explain why the individual steps
hold below.

m—n(rg+o0)+1< v(hzg—i—o) -1 (3.37)
= u(x§g+o) (3.38)
<u(X;) —u(X;) (3.39)
<EP"™ —(R—71,) (3.40)
<nrg—R-—e (3.41)

where
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3. Improving the Round-Robin Algorithm

« Equation (3.37) follows from Lemma 3.17] It is important to note that Lemma
is, strictly speaking, only shown for Algorithm used with envy-reducing orders.

However, the argument that in round r, + o, by the time 7 gets to choose, at most
n(ry+o0)—2 highest valued resources may be allocated holds even if we have envy-cycle
eliminations in between rounds.

« Equation (3.38) follows from Definition [3.33,

e Equation 1' follows from the fact that x;g *° does not eliminate envy under v,
and by Lemma it does not under wu.

 Equation (3.40) holds by Lemma m

By rearranging this, we find a lower bound for r,4 + o:
m—n(rg+o0)+1<nrg—R—e
om+R—nrg+e+1<n(ry+o)
m+R+e+1
Srg+o> ——————— —rg =1.
n
With this, we can now create the bound for k as described at the start of the proof:

R 1 R — 1
KSR—uerg—Fl:R—m—i_ re-nt +rg.
n n

3.3.3.1 Case: |R|=0
This is the case where the fact that Claim [iil does not hold has no impact.

Lemma 3.37. Let X be an allocation computed by Algorithm given a permutation
3

. . . .o R SR
instance. For any agent i envying an agent j, it holds that k < 5 — 52— + 1.

3
2721]}1 < 0.5 holds. For those and for even R, this gives a bound of

k< [%} In general, however, this only suffices for the following bound:

For many instances,

Corollary 3.38. Let X be an allocation computed by Algorithm 3.5 given a permutation
instance. For any agent i envying an agent j, it holds that
R

Proof. Recall that EP"s! < (n —2)r, +1 by Lemma Thus, we may use Lemma m
with e = r; — 1 to get

m+R—-—n+r m+R—n n-—1
k< R-— g+rg:R— + Tg.
n n n
Using this equation, consider which bound we achieve for r, < m;l IEI”:

m+an+n71m+R—n

<R -—
= n n 2n —1
n—1 m+R—n
=R -1
+( +2n—1) n
n—1-2n4+1m+R—n
2n —1 n
-n m+R-—n
=R
+2n—1 n
B m+R—n
N on—1
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3.3. Envy-Reducing Round-Robin

We get the exact same bound if r, > m;;L IEI" using Equation (3.31):
m+R—n
<R— ——mm.
" 2n —1

Thus, we can use this bound for any r, € [R]. We finalize this proof using two more
inequalities. First, observe that m > (R—1)n+1= Rn—n+1as R = [7*]. Another
important, more complex step in the final chain of equations is the following;:

Rn  Rn-2"'+4+2"'" R 271 R 27'R

- S I R .
o2n—1 2 n—2-1 2( +n—2*1) 2+2n—1

Putting all of this together, we find

m+R—n
T
<2Rn—R_Rn—n+1+R—n
~ 2n—1 2n —1
_2Rn—R—Rn—R+2n-1
N 2n — 1
_Rn—-2R+2n-1
N 2n — 1
_R_ 3R
=2 " ano1 Tt

3.3.3.2 Case: [R| >0

In this section, we consider the case |R| > 0. This is the case that breaks Claim /i and
leads to the counterexample. When upper-bounding the resources that do not eliminate
envy, we have to bound |R| + k. Hence Lemma does not suffice, as it only bounds
x without dependence on |[R|. In this section, we integrate |R| into this bound, but find
that this still does not suffice. To do this, we again use Lemma but this time with
e > ry — 1. First, we consider a few candidates for e and how it is even possible that a

resource from X;g does not eliminate envy, especially when considering the observations
we had with Lemma [3.32

One initial observation is that by Corollary it is necessary that v(h]) > U($;g ) > v(af).
Thus, if there is one or even multiple resources like 27, it is required that v(h]) —v(z}) is a
larger difference.

Notation 3.39. d" = v(h]) — v(}) for allr € R.

Note that in the minimal case d" = 2, but for z7 to not eliminate envy, this is usually a
higher value. Lemma motivated that z being assigned a low value might not suffice
for it to not eliminate envy, as this is associated with a decrease in envy. The decrease in
envy also exists in this case and is formalized by the following lemma.

Lemma 3.40. Given any allocation X computed by Algorithm for a permutation
instance. For any agent i envying an agent j with the gap-round ry:

EP T < (n—1)rg— > _d". (3.42)
reR
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3. Improving the Round-Robin Algorithm

Proof. Observe that for any round r € [r,] \ R, it holds that EP™1 < EP" 4+ (n — 1) by
Lemma For any round r € R, at most n — 1 new resources are added to the potential.
Meanwhile, the envy decreases by at least v(h}) — v(z}) = d". If there is no envy-cycle
elimination involving 7 at the end of round r, then the envy decreases by exactly d".
Otherwise, as v(H, > v(H] + hf), the envy decreases strictly more than d". Thus, for

such a round, it holds that EP™1 < EP" 4+ (n —1) — d".

In sum, since EP! = 0, this results in

EP st =p (n—1) - Z d.
re€R

O

Note that this bound is constructed less carefully than the one in Lemma For example,
we do not consider the existence of rounds where ¢ < (n — 3), with the ¢ of Lemma
for rounds that do not appear in R. However, the analysis of this case is complex enough
as it is. Hence, we sacrifice some tightness for more clarity in the proofs.

Lemma further motivates that only using low values for v(z’) may not suffice. If
using low values for v(z}) does not suffice for 27 to not eliminate envy when removed, then
the next logical step is to reduce the values of v(h]) as well. Though since h] is chosen
greedily under v, the only way to do this is to have other agents choose more resources
valued highly under v. Or, in other words, by actualizing potential. To argue formally

about this, we introduce the next variable:
Notation 3.41. Let a" =m — 2(r — 1) —v(h]) for allr € R.

The value a" is, in a sense, a lower bound for the amount of potential actualized before v(h})
is chosen. To see this, consider that v(h]) =m —2(r — 1) — a". Since i chooses greedily,
exactly 2(r — 1) + a” highly valued resources are chosen before i chooses h]. Of these,
r — 1 are chosen by i itself. Another r — 1 may be chosen by j, as is the case in Table
leaving at least a” to be chosen by other agents. Though practically it is possible that the
potential is not converted into envy, increasing the envy early is an important factor for
why we can bypass Lemma @ By the definition of 74, it holds that U(X;Q) <wo(H;*). In
other words, all envy actualized via a” has been counterbalanced by either ¢ being chosen
first for multiple rounds and decreasing envy by at least 1 each round, or by having one
or multiple higher d” for some rounds r < r’ < r¢. This motivates how the definitions of
d” and a” interact. Both individually limit EP"s+! while they essentially decrease v(a;;)
in sum. Formally, we can simply combine Notation and Notation to make the
following observation.

Observation 3.42. For everyr € R, it holds that v(z%) = v(h])—d" = m—2(r—1)—a"—d".

To see how it bounds envy and envy potential, we have to be a bit more careful than with
dr.

Lemma 3.43. Given any allocation X computed by Algorithm for a permutation
instance. For any agent i envying an agent j with the gap-round rg, it holds that

Epret! <(n-— 1)”'g — Traz — @', (3.43)

where rpmee = max k.
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Proof. To start, we bound the envy and potential after round r, using Lemma and
the fact that v(X;g) < v(H;?) by the definition of r:

EP"st < EP™ 4 (n — 1) (3.44)

=0(X;?) —v(H;") + |P| + (n = 1) < [P+ (n— 1), (3.45)

By finding an upper bound for |ng |, we may bound the envy and potential. We do this by
first bounding |Pp»>!| and then using

P < [P 4 (n— 1) (rg — Tmax — 1), (3.46)

which holds since in every round at most n — 1 resources may be added to the potential, as
seen, for example, in the proof of Lemma [3.27|

To bound |P§ma"+1|, let us first consider the set of resources chosen by the end of round rp,x:
M= = {z € [m] | (@) < Fmax}-
The value of v(h;™*) partitions this bundle into

Mfrmax = {x € M= | yp(z) > v(hi™>)} and MS"™> = {z € MSTmax | y(z) < v(hi™>)}.

Observe that Pgra<t! C M<rmaxgince for every = € Ppre<t it is true that 1(z) < rmax + 1.
Meanwhile, it holds that Mfrm‘”‘ N Pt = () because for the 7 used to define Pyt it
holds that 7 < v(h;™) since h;™** was chosen greedily. Thus, for every z € MET“‘“, it holds
that 7 < v(h{™>) < v(x) and thus = ¢ Pp>!. Putting the two observations together,
we conclude that Ppr»t! C M="m>_ Furthermore, v~ (1) ¢ Pyt by definition, while
v=H(1) € M=, Thus, Ppm! ¢ M= We are going to use this to bound the size
of the potential via the size of M =" We bound the size of M ="m by taking the size
| M STmax| = npy,, and subtracting the size of Mfrmax. Here, observe that there are exactly
2(Tmax — 1) + a™=x resources valued higher than h;™>, all of which are allocated before
the end of round rmax by greediness. Thus, since h;™* € Mfrm‘”‘ as well, it holds that

| M STmax| = npya, and |M_§T"‘a"] > 2(rmax — 1) + a™»x 4+ 1. We use this to show that
’PEmax"Fl‘ S’M_Sﬁnax‘ -1

:’Mgrmax‘ _ ‘Mfrmax’ -1

<nPmax — 2(Fmax — 1) — '™ — 2 = (0 — 2)rpax — @ ™.

By combining this with Equation (3.45) and Equation (3.46), we find that

EP" T <P+ (n—1)
< (N —2)rmax —a™> + (n—1)(rg — Tmax — 1) + (n — 1)

— — — — qTm .
(TL )7’9 Tmax a M

O]

When we now place Lemma and Lemma against Observation we have the
formal background behind how we can overcome the ideas described in Lemma 3.32, The
values ), d" and a"™=x decrease EP"st1 individually while decreasing v(:ng) in sum.

With the goal of bounding %, we again want to utilize Lemma with a stricter e. We may
use either ) n d" or a"=x for this, but we then also have to bound these values as well.

There may be multiple approaches to doing this, but here we bound d” individually using
Lemma by utilizing a similar approach to the one used in the proof of Lemma [3.36]
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Lemma 3.44. For every r € R, it holds that

d">m—nrg—2(r—1)—(a" —a"™) + rpee + R >m —nryg —r+ R+ 2.

Proof. For every fixed r € R, it holds that
v(r}) < v(Xj) —v(X;).

Observe that the value of v(z%) is given by Observation 3.42% while v(X;) — v(X;) is upper
bounded by Lemma and Lemma Thus, it holds that

m—2(r—1)—a" —d" =wv(z}) (3.47)
<v(Xj) —v(X;) (3.48)
< (n—1)rg — max — @™ — (R — 1) (3.49)
=Nrg — rmax — @™ — R. (3.50)
We rearrange this to find
m—2(r—1)—a" —d <nrg—rmax —a™ — R
ad" >m—nrg—2(r —1) — (a" — a"™>) + rpax + R. (3.51)

We further simplify this using a” < a"™=x, or equivalently 0 > —a" + a"™2*, along with
7 < Tmax, to find d" >m —nryg —r + 2+ R. B

Note that simplifying 0 > —a” + a"™» may reduce the sharpness of the bound. But if
there is only one round before r, where potential is actualized, then a" = a"m2x, as will be
the case in the counterexamples we construct in Section and Section Al A further
property to be observed is that this bound is especially weak for large r,. For these cases
it is possible to construct a tighter bound by not bounding d" with the envy potential
EPrs*t! but utilizing the simple fact that v(hl) — d” = v(z]) < v(z‘;g) <wv(hi)—(rg —1),
where the last relation holds because agent ¢ chooses greedily at least ry —r — 1 more times,
bounding the maximum value of v(:z:?g ). This results in the bound d" > r, — r, which may
be better than the bound of Lemma in extreme cases.

However, this makes finding an optimal e for Lemma a lot harder and does not change
the fact that we cannot bound |R| sufficiently to get an improved tolerance result.

Lemma 3.45. Let X be an allocation computed by Algorithm|[3.5 given a permutation
instance. For any agent i envying an agent j, it holds that
R 1 R+ |R|2

<l = - —
"SR+ 2 n n(R|+2)

The proof is essentially the same as for Lemma with a more complex e.

Proof. We find the second bound for x using Lemma with e = )", cr d" because of
Lemma We then further expand d” > m — nry —r + R + 2 using Lemma [3.44}

m+R+e—n+1

k< R-— - + 1y (3.52)
R —n+1
<p_m*t +Zr;n n+ b (3.53)
SR_m+R+ZreR(m—n:Lg—T+R+2)—”“+,~g (3.54)
1 — 2 — 1
cp- RIADOHR) = Sreprt[RR-n+1  [Rlnrg g o)
n n
<R- % + (IR + Dry, (3.56)
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where 0 = (|R|+1)(m+ R) — >, cr 7+ |R|2 —n+ 1. Because of m > Rn —n+ 1, we can
also further bound this by

o>Rn(IRI+1)+(R|+1)(-n+1+R)— > r+[R2—n+1 (3.57)
reR
=Rn(|R|+ 1)+ (IR|+2)(1 —n) + (IR + )R = > _ r+|R|2. (3.58)
reR

We now show that for every ry € [R], this gives our bound. First, consider Equation (3.56))
for rq <

n(RI+2)
H<R—%+(|R‘+1)m (3.59)
~R (!RI Hi@;me - ) % (3.60)
_R- Wizz, (3.61)

which gives the same bound as Equation 1’ for rg < gy So in any case, we may
bound & for any r, € [R] using this equation, and by applying Equation 1' we conclude
this proof.

o
<R—-——— 3.62
R LRI T2 (3:62)
Rn([R+2)) Rn(RI+1)+(RI+2)(1—n)+(RI+ 1R -3, cxr +|RI2
n(|R| + 2) n(|R| + 2)
(3.63)
n(|R| + 2) n n(|R| + 2)
R 1 R+|R|2
<+l ———, 3.65
TR+ 2 n  n(|R|+2) (3.65)
where we used 7 < R in the final step. O

Let us now consider why this bound for x does not suffice. We initially wanted to bound
the amount of resources which do not eliminate envy with

k+|R| < Bﬂ + 1.

Now, taking a look at Lemma 3.45, the term —i — n}ﬁggg) may help somewhat in

n
bounding &, but for larger n, it becomes arbitrarily small. So, at the very least, we would

need to bound |R| + |R|+2 < %. However:

R R
Y LR
CETRA R

2 2

o r| BRI42E 2R

2AR|+4  2[R|+4
S 2R|+4>R

R
@]R\>5—2.

So this does not hold if the amount of resources in X "9 which do not eliminate envy is

almost as large as 2 Or, in other words: the resources chosen after r4 are not the driving
factor when it comes to instances requiring large t-tolerance. Of course, this still leaves
open whether the way we bound d”, s, and EP"st! is simply too inefficient or if it is truly
possible to construct such an instance. In the next section, we do just that.
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3. Improving the Round-Robin Algorithm

3.3.4 Constructing an Example for ¢t > [™] — 2

In this section, we describe how to construct an instance, along with some constraints on
the envy-decreasing orders, so that the allocation X produced by Algorithm given this
instance and using the constraints, is only ¢-tolerant EFX for ¢t > [™] — 2. We explain in
detail how and why this example is constructed this way, but we do not offer a complete
proof considering all aspects of Algorithm [3.3] which would need to include, for example,
formally verifying that fitting envy-reducing orders exist.

Furthermore, we construct this example by specifying which agent is assigned which resource
in X, as we have done before for Table This way, we only specify the valuation v = v;
of an agent ¢ experiencing envy towards an agent j. There are many possible choices for
the valuations of the other agents, for example, choices where they only highly value the
resources that they actually receive in X in the order in which they receive them. Here, we
would formally need to show that the valuations exist, produce the allocation X, and also
for convenience’s sake do not create any envy-cycles during the executions, as we only use
the round-restricted bundles in this section. Under the assumption that these valuations
exist, such an instance can be constructed. To understand the ideas behind this, it may be
helpful to follow along with the example of this that we give in Section

We use the observations we made in Section We start with all the resources that
do not eliminate envy being allocated before the gap round r,. Secondly, we have seen
that we have to actualize envy before the gap. Since the resource azgg eliminates envy, by
the definition of ¢, this envy actualization occurs in one round, for which we here use the
first round. Hence, v(:c]l) =m and v(x}) = m —n+ 1, while all agents in [n] —i — j choose
the resources v~ 1(m —1),...,v~ (m — n + 2) in the first round. Hence, there is an envy

of n — 1 after the first round.

We then balance this actualized envy with the d" for r € R as defined in Section 3.3.3.2
where R is the set of the next ¢ rounds, so R = [t + 1] — 1. For these, we simply let agent i
choose the highest-valued resource uncontested, so

v(x]

z):m_n_(r_2)?

for all r € R. The resources chosen by j in such a round r are all valued lower than v(z])
by some value d” = d, which for simplicity is constant for all these rounds. Let us now
consider which bound this d has to fulfill.

First of all, we want it to balance with the actualized value, i.e., we want

o(X) —v(X [ =0.
to fulfill the definition of r; = R without carrying over any envy. For this, as v(z7) —v(z]) =
—d, we have the constraint

v(le) —v(z))=n—-1=td (3.66)

For a given t, we may easily satisfy this by choosing a sufficiently large n.

The second constraint d needs to satisfy is that it is large enough so that v(a:;) does not
eliminate envy. Formally, for every r € R, it holds that

v(x}) = v(r;) —d < v(Xj;) —v(X;) =0+ v(xf) —o(zh). (3.67)

To achieve this, we want to maximize the right side. For xZR, this is done by setting its
value to one. This is achieved if all other resources were already taken and i chooses last
in the round. Since i does not envy j at the start of the round, and we can distribute

72
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the other resources in a manner such that ¢ does not envy other agents as well, such an
envy-reducing order exists.

For v(xf), observe that the highest-valued resource we have assigned so far is v(z

v(z™) = m —n — ¢t + 1. Thus, we set v(mf) = m — n — t. This results in envy of
v(azﬁ) —v(xf) =m —n —t— 1. When we turn back to d, we now have to achieve that
v(af) =v(z]) —d=m-n—(r—2)—d<m-n—t—1foral reR. Sincer > 2, this
holds for all d >t + 1 as

R-1y

i

m—-n—(r—2)—d<m-n—-d<m-n—t—1.

Thus, for the example construction, we set d =t + 2.

Using this, we can determine the range of values in which the set X ]R — x]l is valued under v;.

Using the definition of #} and d, this results in v '(m —n—t—2),...,v" Y (m—n—2t—1).
With this, the only thing left to determine is the resources chosen by the agents in [m]—i—j
in round [R] — 1. These being the only resources left, they are specifically resource v~ (m —
n —t — 1) and all the resources in the range v~ (m —n — 2t — 2),...,v7(2).

One more thought may be given to the envy-reducing orders. Consider an instance where
all agents value the resources we have assigned them above in order of the rounds. It
suffices to set | <; i,l <p i for all [ € [n] —i. The rest may be chosen arbitrarily.

This concludes the construction. Section A| shows an example of this for ¢t = 4. We
specifically choose t = 4 because for this example we then have to use 25 agents and
250 resources allocated over 6 rounds. We choose these values to show that this example
actually surpasses our initial assumed bound for the amount of resources that do not
eliminate envy. Here we have to be a bit careful as we mainly assumed that only of
t > [%W + 1 is required, which is given for this example. We strongly expect that it is
possible to construct an example for a higher ¢ which does that but as the example for
t = 4 is already quite large, we do not do this. However below Lemma we describe
that for instances with an even amount of rounds, that the Lemma provides a bound of
[g} = 3 for these instances, so for this subcase Section |A|is a valid counterexample.

3.4 Conclusion and Further Questions

In this chapter, we have discussed the use of round-robin for computing EF1 allocations and
attempted to extend some guarantees to t-tolerant EFX allocations by allowing different
orders of agents in different rounds. This approach has some merit. Especially with
Corollary we have found that the envy-reducing round-robin offers a better envy
bound than the regular round-robin. We have seen, however, that extending this to
better guarantees for t-tolerant EFX allocation did not succeed, not even for permutation
instances. Specifically, there are instances where Algorithm produces allocations that
are t-tolerant only for ¢ > [™] — 2, which is the exact same bound as for Algorithm on
Example It is important to note here that we have not shown that round-robin returns
([™] — 2)-EFX instance but for envy-decreasing round-robin at least this seems very likely
due to the existence of round r, and then need to acutalize potential in some round before
ry. Due to time constraints we were not able to further investigate this. However, we have
demonstrated how permutation instances can be a useful restriction that allows us to make
some powerful observations, such as Theorem even if in the end this did not lead to
an improved t-tolerance bound.

We also want to highlight that the example construction in Section is somewhat
surprising. As stated before, we knew that Claim i did not hold, but initial counterexamples
used n = 4 and m = 40. This resulted in us being able to place only one resource before the
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3. Improving the Round-Robin Algorithm

gap that did not eliminate envy, resulting in a significant decrease in envy. This, in turn,
motivated us to assume that having more resources before the gap that do not eliminate
envy leads to further reductions. Only through the observations made in Section
did we find that, to break the assumed tolerance bound, we need to have most resources
that do not eliminate envy occur before the gap, which then enables the gap-round to be
in the last round, increasing the envy.

Note also that one of the most impactful improvements to the envy-reducing round-robin
may be further constraints on the orders. Every counterexample hinges on a bad order
being chosen. Sometimes bad cases still exist if both agent ¢ and agent j share the exact
same valuations; however, if they do not, there usually exists a better envy-reducing order.
In Section we considered whether it is possible to circumvent the existence of envy
cycles by using different envy-reducing orders, but we have found this to be a challenging
direction. Therefore, similar issues may exist for further extensions to the envy-reducing
orders.

Perhaps the most interesting result of this chapter is the envy-reducing round-robin
algorithm itself. Given its better envy bound, it may be worthwhile to study whether this
offers better c-EFX bounds on some instances, or how it fares when it comes to PO and
NW. One high-level observation it allows us to make is that Constraint [i| from the start of
Chapter [3|is the more severe restriction on the round-robin algorithm. Even when we tried
getting around larger gaps in valuation by using permutation valuations, new gaps appear
in the worst cases we consider, as the other agents remove resources from the sequence of
resource order decreasing under v. Hence, for an improvement, it is certainly necessary to
allow for different size bundles. One approach to do this is to run Algorithm once. If
there is envy from an agent ¢ to an agent j at the end that is not eliminated by a resource
in X}, we consider the resources x € X such that every other resource in X; — x eliminates
envy from i to X; —x. We then look at the last round 7(z) for which such an z exists, rerun

Algorithm up to round 7(x), and let the agent [ that has the set X;](I) in round n(z)
not choose a resource in this round. This should effectively reduce the envy towards Xj.
At the same time, agent [ and finally agent j might become more envious of other agents,
but there are n(z) rounds left where this envy may put them earlier in the envy-reducing
orders, reducing the impact of this operation. If we continue to reapply this operation on
the instance created by second run of Algorithm and so on, each time adding a round
where some agent is not allowed to choose a resource, this may result in fastly different
allocation. For one, we do not know if this approach terminates, but if it does, the sets
may have vastly different sizes and potentially better fairness guarantees. However, this is
purely speculation.

Another interesting approach may be to evaluate envy-reducing round-robin statistically or
to look at probabilistic results such as EFR. The types of instances and executions that
were problematic for the permutation valuations required that many agents pick from a
longer consecutive sequence of resources without any gaps, which is at least statistically
unlikely.
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4. Conclusion

In this thesis, we have set out to investigate the space between EF1 and EFX. To this end,
we have considered two algorithms computing EF1 allocations on additive instances and
tried extending them. Both have their own chapter with their own conclusion and further
research. Here, we simply summarize the main results again and interpret what they mean
for the main question.

In Chapter [2, we have seen that using t-tolerant g-champions and Pareto improvable
cycles, it is possible to compute a t-tolerant EFX allocation for ¢ > [mTﬂ] for additive fair
division instances. We have also seen that there are instances and partial allocations where
t> [mTfﬂ is required so that a ¢-tolerant Pareto improvable cycle exists.

In Chapter (3] we have shown that round-robin yields EF1 allocations that by their bundle
size are at least ([2'] — 1)-tolerant EFX allocations. We have attempted to extend this to
show the existence of a ([$[2]] 4 1)-tolerant EFX allocation for permutation instances,
but instead only provide an example construction where a t-tolerance of ¢ > [™*] — 2 is
required. This leaves open whether for permutation instances it is always possible to find a
(["*] — 2)-tolerant EFX allocation, possibly even by using the envy-reducing round-robin.
Assuming this is possible, it may also be possible to extend this proof to show EFX2 always
exists for these instances, which would be a slight improvement upon EF1. And even
then, this holds only for permutation instances, as this does not hold for general additive
instances because of Constraint il from the start of Chapter

So in summary, we have not found an approach to find an allocation strictly fairer than EF1
by utilizing some of the most common EF1 algorithms. For some restricted instances, this
is certainly possible. For additive instances in general, this may also require significantly
different approaches than those that worked for EF1. This becomes especially interesting
considering the recent development where EFX allocations have been shown to not exist
in certain more general settings [AMM™26],[MS26]. Hence, if the same limitations exist
for additive instances as well, then it may be worth considering for what k these start to
appear for EFXk.
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Declaration LLM Usage

The writing of certain parts of this thesis were assisted by Large Language Models (LLMs).
This section transparently documents which LLMs were used and to what extent. Table
outlines their applications, ordered descendingly by their overall impact on the thesis. More
detailed information regarding the specific models referenced is provided below:

¢ Gemini: Refers to Google’s Gemini 3.5 Flash model, as well as Google’s Gemini 3.1
Pro model for select tasks.

e ChatGPT: Refers to OpenAl’s ChatGPT 5.5 model.

e Claude: Refers to Anthropic’s Claude 4.6 Sonnet model, utilized with varying levels
of effort and both with and without reasoning capabilities enabled.

Prior versions of these models may have also been used during the preliminary stages of
this thesis. Crucially, every Al-generated output was manually reviewed, verified, and in
most cases, heavily edited.

Common Prompt Template

The following system prompt template was utilized for most text-editing and proofreading
tasks:

Fix grammar and typos in the text (LaTeX code) below and return it as a code block.
You may furthermore fix:

- Uses of "which" and "that" according to the rules of restrictive vs.
non-restrictive clauses.

- Mathematically imprecise wording. Especially instances of the word "must"
where "is" is more fitting. For example: "therefore must be t=4" should
be "therefore t=4".

- Bad line breaks. For example, I often write "agent $1$". I use this so frequently
that I have a custom command "\agn{1}", which internally expands to "agent~$1$"
to prevent the text wrapping after "agent" and starting a new line with "$1$".

Use academic writing standards to insert "~" where line wraps should be prevented.

Do not change:
- The core content. This applies strictly to mathematical equations. Do not modify
or reformat them. Even if you suspect a typo, output a warning below the code block
instead of modifying it yourself.
- Custom LaTeX commands, labels, refs, or citations. These may contain typos,
but they are not rendered and changing them will break the document compilation.
- Set operators: "+" and "-" denote union and set minus for singleton sets. These
are explicitly defined for this work-do not replace them.

Here is the text: <TEXT>
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Table 4.1:

Overview of LLM utilization across various thesis tasks.

Tool

Use-Case

Notes

ChatGPT, Gemini

Proofreading grammar, correct-
ing common writing mistakes,
and identifying typos in equa-
tions.

The prompt template used for the major-
ity of these sections is provided in
mon Prompt Templatel

ChatGPT, Claude

Resolving LaTeX typesetting
and template issues.

For example, properly integrating this
specific disclosure chapter into the exist-
ing LaTeX template.

ChatGPT, Gemini

Reformulating specific para-

graphs.

Only used for a select few awkwardly
phrased paragraphs. In almost all in-
stances, the suggested rephrasings were
manually modified before inclusion.

ChatGPT, Claude

Literature research on highly
specific topics.

Specifically utilized when exploring the
application of round-robin protocols for
fair division. This led to the discovery
of a relevant paper [ACIW21]. It was
also used to check for existing counterex-
amples showing that round-robin alloca-
tions are not Pareto optimal. While no
example in the scientific literature was
found, Claude found one in the round-
robin Wikipedia entry which we have sub-
sequently based our Example on.

Claude

Rapid prototyping and checking
of new conceptual ideas.

Primarily used during the initial phases
of the thesis to attempt to find counterex-
amples for early conjectures. Although
this approach succeeded in only about
one out of every four attempts, it was
highly beneficial for deepening engage-
ment with the subject matter. None of
the ideas we checked with an LLM was
included in the final thesis.

Claude

Generating TikZ diagrams.

The base code for diagrams was generated
by the LLM, but each figure required
manual adjustments.
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Appendix

A Example: 4-Tolerant EFX Allocation Computed by Envy-
Reducing Round-Robin on a Permutation Instance

The ideas behind this construction are listed in Section [3.3.4. We only give the allocation
X resulting from an execution of Algorithm [3.3/on a suitable instance. In Table we
identify all resources via v = v;, where ¢ is the agent envious of another agent j such
that the removal of 4 resources does not eliminate envy. A similar example was given in
Table and the ideas for why this suffices for a permutation instance are the same. The
only additional part we specify are two constraints on the envy-reducing orders used during
Algorithm namely: i <y [ and i <g [ for all [ € [n] — i, as otherwise 7 would choose
higher-valued resources in these rounds.

By the construction given in Section we require n = t(t + 2) + 1 = 25 agents and
m = (t+2)n = 150 resources. From these resources, we denote two by ¢ and j as usual. The
remaining resources are denoted by [23]. The resources whose removal does not eliminate
envy are xf; for r € [5] — 1.

The following table describes the rest of the execution of the algorithm.
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Table A.1: Resources over agent and rounds valued by v = v;
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